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Robust Distributed Average Consensus via
Exchange of Running Sums
C. N. Hadjicostis, N. H. Vaidya, and A. D. Domı́nguez-Garcı́a

Abstract—We consider a multi-component system in which
each component (node) can send/receive information to/from
sets of neighboring nodes via communication links (edges) that
form a fixed strongly connected, possibly directed, communication
topology (digraph). We analyze a class of distributed iterative
algorithms that allow the nodes to asymptotically compute
the exact average of their initial values, despite a variety of
challenging scenarios, including possible packet drops in the
communication links, and imprecise knowledge of the network.
The algorithms in this class run the two linear iterations of the
so-called ratio-consensus algorithm, modified so that messages
sent by one node to another are encoded as running sums. This
“convolutional” encoding allows the receiving node l to infer
information about past messages that node j meant to send to
node l but may have been lost due to packet drops. Imprecise
knowledge of the network (unknown out-neighborhoods) can be
handled, at the cost of memory and communication overhead,
by also having each node track the progress of running sums
of other nodes, and forward to its out-neighboring nodes the
updated value of one such running sum that it randomly selects.
Our analysis relies on augmenting the digraph that describes
the communication topology by introducing additional (virtual)
nodes, and showing that the dynamics of each of the two iterations
in the augmented digraph is mathematically equivalent to a finite
inhomogeneous Markov chain. Almost sure convergence to exact
average consensus is then established via weak ergodicity analysis
of the resulting inhomogeneous Markov chain.
Index Terms—Average consensus, digraphs, packet drops,
imprecise network knowledge, inhomogeneous Markov chains,
weak ergodicity, coefficient of ergodicity.
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A preliminary version of this paper (including Algorithm 1 but without
an extensive proof for its convergence) has appeared in [1]. The present
version of the paper also includes Algorithm 2 for the handling of unknown
out-neighborhoods, as well as the graph reduction and proof of convergence
associated with it (not included in [1]).

other components in its neighborhood in order to compute,
in a distributed fashion, the average of some values that the
nodes posses. A prototypical application would be a network
of sensors with noisy measurements of the same quantity
(e.g., the temperature in a room) that try to average (or,
more generally, obtain a weighted linear combination of) their
measurements, so as to have a more accurate estimate of the
measured quantity [2], [3], [4]. In our setup, communication
links (also referred to as edges) between components (nodes)
can be asymmetric (i.e., component j may be able to receive
information from component i, but not necessarily vice-versa).
Thus, the communication topology is generally described by a
digraph, where the nodes represent the system components and
the edges represent (possibly directed) communication links;
this situation arises frequently in wireless settings (e.g., due to
varying transmission powers used by dissimilar transmitting
components or diverse interference levels at each receiving
component). As in most previous work on consensus and
average consensus (see [2] for a survey), we assume that (i) the
digraph describing the underlying communication topology is
strongly connected, and (ii) the network is synchronized at the
granularity of the iterations.
The asymptotic average consensus problem that is studied
in this paper is a special case of the distributed consensus
problem, where all nodes follow an iterative process (using at
each iteration exclusively “local” information, i.e., information
available from their immediate neighbors) so as to asymptotically compute the average of their initial values [3]. A wellstudied approach to asymptotic average consensus is the use of
a linear iteration, where each node repeatedly updates its value
as a fixed (time-invariant) weighted linear combination of its
own previous value and the previous values of its neighbors. In
such case, one deals with an autonomous discrete-time linear
system with a transition matrix P , also referred to as weight
matrix, that is defined by the coefficients (weights) used in the
linear updates. It is well-known that if the weight matrix P is
primitive doubly stochastic, then the nodes will asymptotically
converge to the average of their initial values (see, e.g., [5] and
references therein). Choosing, in a distributed manner, weights
that form a primitive doubly stochastic matrix (and can thus
be used for asymptotic average consensus) is rather trivial in
fixed interconnection topologies that are undirected; however,
this is significantly more complex in the case of directed
interconnection topologies (digraphs) [6], [7]. An alternative
approach, which avoids obtaining a doubly stochastic matrix
altogether, is the so-called ratio-consensus algorithm [8]; this
is a special case of the push-sum algorithm [9], [10], [11],
which relies on simultaneously running two iterations (each
with different initial conditions) and has each node calculate
the exact average by taking the ratio of its two iteration values.
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It is worth noting that push-sum relies on the concept of
weak ergodicity of products of column stochastic matrices,
which can be traced back much earlier; for example, [12,
pp. 88–89] describes several sufficient conditions for weak
ergodicity as well as some applications. Weak ergodicity in
consensus applications has received attention recently in [13],
[14], where the authors study conditions under which graph
processes reach (strong/weak) convergence.
The main contribution of this paper is to propose and
analyze extensions of the ratio-consensus algorithm in which
messages sent by one node to another are encoded as running
sums. These extensions allow the nodes to compute the
exact average of their values under a variety of challenging
scenarios, including cases where: (i) the (generally directed)
links in the network may be lossy or unreliable, and/or (ii) the
interconnection topology may not be precisely known. Our
analysis technique relies on first augmenting the communication topology digraph with additional vertices, which we
refer to as virtual nodes, and then establishing and exploiting
the fact that the behavior of each of the two iterations on
the augmented digraph1 is mathematically equivalent to a
finite inhomogeneous Markov chain. Then, by generalizing
existing results on weak ergodicity of products of stochastic
matrices (to include certain classes of matrices that do not
necessarily have strictly positive diagonal entries), we are
able to establish that the proposed algorithms converge almost
surely to the exact average of the initial values. This proof
technique is quite distinct from the one used in our earlier work
in [19], which applies to a more restricted setting and relies on
moment analysis of the two iterations in the algorithm. More
specifically, the proof technique in this paper can handle cases
where the probabilities of packet drops across different links
or times steps are not necessarily independent.
Most works that have studied average consensus problems
in digraphs via discrete iterations (e.g., [6], [20], [21]) do
not address the challenging scenarios we deal with here.
The topic of average consensus in the presence of unreliable communication links has received attention relatively
recently. The work in [22] assumes that the communication
network topology is captured by an undirected graph and,
when a communication link fails, it affects communication
in both directions, but nodes can detect it and compensate
for it. Similarly, a treatment of time-varying interconnections
and link failures in undirected graphs can also be found in
[23]. Still focusing attention to undirected graph topologies,
[24], [25] consider a much more general setting of random
link failures, including noisy links and links that introduce
quantization noise; the authors of [24], [25] do not focus
on convergence to the exact average, but study instead the
tradeoff between bias and variance after running a (possibly
time-varying) consensus algorithm for a finite number of
steps. The work in [26] treats digraphs and proposes two
compensation methods to account for communication link
1 Graph augmentation has been used to study the impact of communication
delays in consensus approaches that rely on a single iteration (e.g., [15], [16],
[17]) and in [18] to model finite delays in ratio consensus; nevertheless, the
augmentation technique for capturing the evolution of the algorithms proposed
here (particularly of Algorithm 2) is novel in non-trivial ways.

failures; however, these strategies do not necessarily lead to
the exact average. The work in [27] proposes a strategy that
uses special corrective iterations to compensate for the losses;
this is not required in the strategy proposed in this paper where
correction occurs rather seamlessly. The work in [28] considers
distributed averaging with dynamic sensor measurements in
asynchronous networks with undirected communication links.
The authors develop an extension of the push-sum algorithm
in [9] to handle dynamic updates of the initial values (as well
as other adverse conditions, including link malfunctions, node
additions/removals, and packet drops) by having each node
track the values that it has sent to each neighboring node
(properly adjusting things when/if there is a packet drop, if a
node enters/leaves the network, etc.). This tracking is achieved
via “summaries” which relate to running sums as defined later
in this paper. The results in [28] establish convergence to the
correct average once the network settles (i.e., no updates in
the values and no topology changes). The problem of unknown
out-degrees (Algorithm 2 in this paper and everything that has
to do with its proof, including the virtual graph construction)
are not addressed in [28]. However, Algorithm 2 of [28], once
there are no more changes in the values or in the network
topology, shares similarities with Algorithm 1 in this paper
(which first appeared in [1]). The main differences are that
our Algorithm 1 deals with synchronous directed networks
with broadcast updates, whereas Algorithm 2 in [28] deals
with asynchronous undirected networks with pairwise updates.
More recently, the work in [29] has addressed the problem of
exact average consensus over time-varying digraphs (which
can be considered as modeling unreliable links) using and
extending the idea of “surplus” variables at each node [21].
With respect to our own previous work, Algorithm 2 proposed in this paper generalizes the algorithm introduced in
[19] (presented as Algorithm 1 in this paper) by allowing the
handling of unknown out-degrees. As mentioned earlier, the
proof technique in this paper is different from the one used
in [19], and involves an augmented graph construction (on
which the execution of the algorithm is lossless) and analysis
of its convergence based on weak ergodicity of a product of
stochastic matrices (a preliminary version of this analysis—
that only applies to Algorithm 1—was presented in [1]). The
work in [18], [30] focuses on bounded delays and argues that
the nodes values eventually converge to the average of the
initial values; unlike this paper, however, the convergence in
[30] is not with probability one, i.e., the algorithm in [30]
converges for any execution.
The remainder of this paper is organized as follows. Section II describes the network communication model, summarizes the main ideas behind the ratio-consensus algorithm, and
introduces the challenging scenarios to be addressed in the
paper. Section III presents the proposed variants of the ratioconsensus algorithm for handling the challenging scenarios
introduced in Section II, including examples to illustrate their
performance. In Section IV, we reformulate the variants of the
ratio-consensus algorithm introduced in Section III, and show
that their evolution mathematically resembles the evolution of
an inhomogeneous Markov chain. Using an approach based
on coefficients of ergodicity, Section V establishes that the
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nodes achieve asymptotic average consensus almost surely.
Concluding remarks are presented in Section VI.
II. P RELIMINARIES
Consider a multi-component system consisting of n nodes,
{1, 2, . . . , n}, each of which possesses some value Vj , j =
1, 2, . . . , n, and P
the
goal is for the nodes to compute the
n
l=1 Vl
of these values. The exchange of
average V ≡
n
information via available communication links can be captured
by a digraph G = (V, E), where V = {1, 2, . . . , n}, and
E ⊆ V × V. Specifically, (j, i) ∈ E if there exists a directed
communication link from node i to node j, i.e., node i can
transmit information to node j. For notational convenience,
we assume that link (j, j) ∈
/ E for all j ∈ V. We define
Nj+ = {l | (l, j) ∈ E} to be the set of out-neighbors of node
j (i.e., the nodes that can receive information from node j),
and Nj− = {i | (j, i) ∈ E} to be the set of in-neighbors of
node j (i.e., the nodes that can send information to node j).
The out-degree of node j is Dj+ = |Nj+ | and its in-degree is
Dj− = |Nj− |, where |S| denotes the cardinality of the set S.
In the base case, we assume that:
[A0.] The communication topology is fixed and forms a
strongly connected digraph G = (V, E), i.e., for any j, i ∈ V,
j 6= i, there exists a directed path from i to j in G. We assume
that each node has a unique identifier (ID) that it uses to tag its
messages (note that the node IDs are not necessarily a priori
known to other nodes). In addition, during the execution of
the algorithm, nodes are synchronized at the granularity of
the iterations.
[A1.] The communication links are perfectly reliable (this
assumption is relaxed later in the paper). We assume that all
transmissions from each node j are broadcasts, i.e., each node
j sends identical information to each out-neighbor l ∈ Nj+ .
[Note, however, that this broadcasting assumption can easily
be relaxed and the results can be applied to networks wherein
the transmissions are unicast (not broadcast).]
[A2.] Each node j is aware of its out-degree Dj+ (this
assumption is relaxed later in the paper).
The ratio-consensus algorithm performs two iterative computations in parallel, and allows each node to asymptotically
obtain the exact average of the initial values the nodes possess
as the ratio of two state variables. More specifically, each node
j maintains, at iteration k, state variables yj [k] and zj [k] and
updates them as follows:
X
yj [k + 1] =
yi [k] / (1 + Di+ ), k ≥ 0, (1)

or zi [k]) weighted by

=

X

zi [k] / (1 + Di+ ), k ≥ 0, (2)

i∈Nj− ∪{j}

where yj [0] = Vj , and zj [0] = 1, for all j ∈ V.
At each time step k, each node j calculates the ratio
y [k]
πj [k] = zjj [k] , which can be shown to asymptotically converge
to

P
y [0]
Pl l
l zl [0]

(see [10], [31]). Thus, with the chosen initial condiP

y [0]

P

V

tions, we have that limk→∞ πj [k] = Pl zll [0] = ln l = V ,
l
∀j ∈ V. Note that in a practical implementation of iterations
(1)–(2), each node i sends to its out-neighbors its values (yi [k]

≡

yi [k]
1+Di+

for

iteration (1) and z i [k]
We will consider two challenging scenarios that violate
Assumptions A1 and A2: (i) packet-dropping communication
links, and (ii) imprecise out-degree knowledge, respectively. In
order to keep the subsequent discussions and proofs simple,
in the next section we separately address each of the two
challenging scenarios using the running-sum ratio-consensus
algorithm; however, one can easily modify Algorithm 2 to
overcome both challenges combined.
III. R ATIO C ONSENSUS VIA RUNNING S UMS
A. Running-Sum Ratio-Consensus Algorithm
As in the ratio-consensus algorithm discussed in the previous section, and under Assumptions A0, A1 and A2, each node
j maintains state variables yj [k] and zj [k], with yj [0] = Vj
and zj [0] = 1, for 1 ≤ j ≤ n. For brevity, we will focus on
presenting how the yj [k]’s are updated; however, the zj [k]’s
are updated analogously, with the difference being in their
initialization (as indicated above).
To aid our presentation, let us introduce the notion of
“mass.” The initial value yP
j [0] = Vj at node j can be viewed
n
as its initial mass,2 and
l=1 yl [0] is the total initial mass
in the system. When node j sends a message with value µ
to another node l, that can be viewed as a “transfer” of an
amount of mass equal to µ from node j to node l. In the
ratio-consensus algorithm in (1)–(2), during step k, each node
j performs the following operations: (i) it sends mass in the
amount of yj [k]/(1+Dj+ ) to each out-neighbor l ∈ Nj+ ∪{j},
(ii) it receives mass in the amount of yi [k]/(1 + Di+ ) from
each in-neighbor i ∈ Nj− ∪ {j}, and (iii) it updates the value
of yj [k + 1] to be the sum of all the masses received from
in-neighbors (including itself) during step k.
Next, we propose an alternative mass transfer process to
the one described above, where the sending and receiving
operations performed by each node are as follows:
• Sending: Each node j broadcasts message σj [k + 1] =
Pk
yj [t]
t=0 1+D + , referred to as the accumulated yj mass or
j

i∈Nj− ∪{j}

zj [k + 1]

1
, i.e., it sends y i [k]
1+Di+
zi [k]
≡ 1+D+ for iteration (2).
i

•

the running sum of yj mass. Thus, σj [k + 1] is the
accumulated y-mass that node j wants to transfer to each
of its out-neighbors (to each node l ∈ Nj+ ∪ {j}) through
the first k steps. The accumulated mass is initialized to
σj [0] = 0, ∀j ∈ V. Similarly, we define ηj [k + 1] =
Pk
zj [t]
t=0 1+D + , with ηj [0] = 0, for the accumulated z-mass
j
that node j wants to transfer.
Receiving: In addition to state variable yj [k], each node
j also maintains a state variable ρji [k] for each node i ∈
Nj− . As seen below, ρji [k] keeps track of the accumulated
y-mass received at node j from node i, with ρji [0] = 0,
∀i ∈ Nj− . Similarly, each node j also maintains a state
variable νji [k] for each node i ∈ Nj− that keeps track of
the accumulated z-mass received at node j from node i;
initially, we have νji [0] = 0, ∀i ∈ Nj− . Note that under

2 For z [k], the term “mass” should be natural since z [k] is nonnegative
j
j
for all j ∈ V and all k ≥ 0.
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Assumptions A0, A1 and A2, for each node j, we have
ρji [k] = σi [k] and νji [k] = ηi [k] for all i ∈ V and all k.
This alternative mass transfer process is used to construct
a variant to the algorithm in (1)–(2), which we refer to as
running-sum ratio-consensus, where each node j maintains
variables yj [k], σj [k], and ρji [k], ∀i ∈ Nj− , for the y-iteration
(respectively, zj [k], ηj [k], and νji [k], ∀i ∈ Nj− , for the ziteration). More specifically, iterations (1)–(2) become
X
yj [k + 1] =
(ρji [k + 1] − ρji [k]) ,
(3)
=

X

1

2
3
4
5

i∈Nj− ∪{j}

zj [k + 1]

Algorithm 1: Handling of packet dropping communication links

(νji [k + 1] − νji [k]) ,

(4)

Input: yj [0] = Vj , σj [0] = 0, ρji [0] = 0, ∀i ∈ Nj−
zj [0] = 1, ηj [0] = 0, νji [0] = 0, ∀i ∈ Nj−
for k ≥ 0 :
Compute:
σj [k + 1] = σj [k] + yj [k]/(1 + Dj+ )
ηj [k + 1] = ηj [k] + zj [k]/(1 + Dj+ )
Broadcast: σj [k + 1] and ηj [k + 1] to all l ∈ Nj+
Receive: From each i ∈ Nj− receive σi [k + 1] and
ηi [k + 1] if xji [k] = 1
Set:


i∈Nj− ∪{j}
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where ρji [k] and νji [k] were defined above.
Remark 1: The values of running sums grow in an unbounded manner in an implementation of the running sum
ratio-consensus algorithm. This issue does not really cause
problems (in simulations or in hardware implementations
using Arduino microprocessors [32]), because running sums
grow linearly with the number of iterations whereas convergence3 is exponential with the number of iterations.

ρji [k + 1] =


7

8
9

νji [k + 1] =

σi [k + 1] ,
ρji [k] ,
ηi [k + 1] ,
νji [k] ,

if xji [k] = 1 or i = j,
if xji [k] = 0.
if xji [k] = 1 or i = j,
if xji [k] = 0.

Compute:
P
yj [k + 1] = i∈N − ∪{j} (ρji [k + 1] − ρji [k])
j
P
zj [k + 1] = i∈N − ∪{j} (νji [k + 1] − νji [k])
j
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Output: πj [k + 1] = yj [k + 1]/zj [k + 1]

B. Challenge (i): Packet-Dropping Communication Links
Next, we provide an overview of the so-called robust ratioconsensus algorithm proposed in [19]. This algorithm is a
modification of the running-sum ratio-consensus algorithm
basic iteration in (3)–(4) and is able to overcome packetdropping communication links.
1) Problem Setting PS.1: We are given a fixed interconnection topology described by a strongly connected digraph
G = (V, E) under Assumption A0. Further, we assume that,
for each link (j, i) ∈ E, a transmission from node i to node
j at a particular time step is successful with some nonzero
probability. To make the discussion precise, at instant k, we
let xji [k], for (j, i) ∈ E, be indicator variables that take value
xji [k] = 1 if the message from node i is received by node
j at time instant k, otherwise xji [k] = 0. For simplicity
of the proof of convergence later on, we assume that the
successes of transmissions between different time steps are
independent, but there could be dependencies between the
random variables in each step. More specifically, if we let
X[k] be a random binary vector that contains the variables
{xji [k] |(j, i) ∈ E} in some arbitrary ordering, we assume that
the random vectors X[0], X[1], ..., X[k], ... are independent
identically distributed (i.i.d.). Notice that we require that none
of the random variables xji [k] is identically zero (i.e, there
is a positive probability that xji [k] = 1). Also, notice that
the settings in [1], [19] are both special cases of the setting
assumed here.
2) Algorithm for handling packet-dropping communication
links: Since this is a distributed algorithm, in the discussion
below we describe the execution of the algorithm from the
3 The convergence of the ratio consensus algorithm (as well as its running
sum version presented in this section) depend on the second largest in magni1
tude eigenvalue of the column stochastic matrix P (namely, P (l, j) =
+

when l ∈ Nj+ and P (l, j) = 0 otherwise).

1+Dj

1

2

3

4
5

Fig. 1. Small digraph used for illustrating the running-sum ratio-consensus
algorithm.

perspective of node j. As before, each node j maintains
variables yj [k], σj [k], ρji [k], ∀i ∈ Nj− , and zj [k], ηj [k],
νji [k], ∀i ∈ Nj− , and updates them according to Algorithm 1,
the main feature of which is that ρji and νji remain unchanged
until a successful transmission is received on link (j, i), in
which case they take values ρji [k + 1] = σi [k + 1] and
νji [k + 1] = ηi [k + 1] respectively. Obviously, each node
j knows the mass that is trying to send to itself, thus we
have ρjj [k] = σj [k] and νjj [k] = ηj [k] for all k. Here, it is
important to keep in mind that the y and z iterations suffer
the same packet drops (as would be the case if the y and
z accumulated sums are transmitted in the same packet—
mathematically, this translates to the two iterations sharing
the same sets of variables xji [k]). The convergence of the
algorithm for handling packet-dropping communication links
is established in the following theorem, the proof of which is
provided by the analysis in Sections IV and V.
Theorem 1: Consider Problem Setting PS.1; then, the
execution of Algorithm P
1 results, with probability one, in
V
y [k]
limk→∞ πj [k] ≡ zjj [k] = nl l = V , ∀j ∈ V.
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Example 1: Consider the digraph G = (V, E) with
V = {1, 2, 3, 4, 5} shown in Fig. 1. Assuming that y[0] =
[V1 , V2 , V3 , V4 , V5 ]T = [4, 5, 6, 3, 2]T (with average V = 4),
Figs. 2 and 3 provide two examples of the progress of
Algorithm 1. In Fig. 2, we assume no packet drops, i.e.,
the iterations in (3) and (4) essentially become identical to
the iterations in (1) and (2). In Fig. 3, we assume that
each communication link (j, i) suffers a packet drop with
probability qji , independently between links and between time
steps; specifically, we take qji = 0.6 for all (j, i) ∈ E. In
both Figs. 2 and 3, we plot (from left to right) the values of
y [k]
yj [k], zj [k], and πj [k] = zjj [k] as a function of the number of
iterations k for all nodes j ∈ V. We observe that all ratios
converge to V = 4, although convergence takes longer in
the case of packet-dropping links. Another observation is that,
in the case of packet-dropping links, the y’s and z’s do not
converge despite the fact that the ratios converge.
C. Challenge (ii): Imprecise Knowledge of Out-Neighborhood
In a digraph, each node will certainly know its in-degree
but not necessarily its out-degree; thus, the algorithm in
this section is an important extension of the running-sum
ratio-consensus algorithm because it provides (at the cost of
memory and communication overhead) a way to overcome the
possibility that some nodes may be unaware of the cardinality
of their out-neighborhood, which is required in order for the
ratio-consensus algorithm to converge to the exact average.
Thus, the basic algorithm we describe, the pseudocode of
which is provided in Algorithm 2, converges under Assumptions A0 and A1, but relaxes Assumption A2. The algorithm
can be enhanced with other features, e.g., the handling of
packet drops (thus, simultaneously relaxing Assumption A1),
but we do not consider such enhancements here in order to
keep the proof discussions simple.4
Algorithm 2 includes a running-sum ratio consensus algorithm (identical to the one in Algorithm 1, which makes the
latter a special case). In order to handle imprecise knowledge
of the out-neighborhood, each node also transmits to its outneighbors one extra running sum (randomly selected, in a
way that is discussed in more detail later) along with some
necessary tracking information, such as (i) the node that
has generated that running sum, (ii) the iteration at which
this snapshot of the running sum was taken, and (iii) the
perceived out neighbors of the generating node at the time.
This additional feature of Algorithm 2 requires nodes to store
extra running sums; in the basic version of the algorithm
we describe, each node stores up to 2n such running sums,
one for each node and each iterate; however, we also discuss
a modified version of Algorithm 2 that requires storage of
D + D̂j− running sums for each iterate at each node j, where
D is a positive integer that could be as small as 1 and D̂j−
4 Relaxing

this assumption only requires a minor change in the Receive
step (Lines 10–11) of the pseudocode in Algorithm 2 to account for running
sums that are dropped. We choose not to explicitly treat this generalization
because it requires augmented graphs that combine the features we describe
in Section IV, which would make their description and notation unnecessarily
complicated.

is the virtual in-degree5 of node j. Note that both versions of
Algorithm 2 impose the same communication overhead (each
node sends two pairs of running sums as opposed to one pair
sent by Algorithm 1).
1) Problem Setting PS.2: We are given a fixed strongly
connected digraph G = (V, E), where V = {1, 2, ..., n}, and
E ⊆ V × V, that represents a multi-component system under
Assumptions A0, A1 and A2a (Assumption A2a replaces
Assumption A2 and is stated below). Since each node j
does not know its set of out-neighbors Nj+ , it assumes a set
of “virtual” out-neighbors N̂j+ and tags its messages with
their IDs (we assume that node j is aware of the IDs of
its perceived out-neighbors in the set N̂j+ ). The process of
selecting “virtual” out-neighbors (each node is responsible for
selecting its own virtual out-neighbors) results in a “virtual”
digraph Ĝ = (V, Ê), where (l, j) ∈ Ê iff l ∈ N̂j+ ; the
process also indirectly defines the set of virtual in-neighbors
N̂j− of each node j. Note that the edge sets of Ĝ and G
may be completely unrelated although presumably each node
will try to correctly identify its out-neighbors. The particular
way in which Ĝ is created is not of interest as long as it
is strongly connected; thus, Assumption A2a below replaces6
Assumption A2.
[A2a.] The virtual digraph Ĝ = (V, Ê) is strongly connected.
The key idea in Algorithm 2, the pseudocode of which is
provided below, is to have the nodes try to emulate the execution of Algorithm 1 on the virtual digraph. However, instead of
relying on an explicit routing mechanism to send running sums
from a node to its virtual out-neighbors, Algorithm 2 simply
allows nodes to pass (forward) information (running sums)
to their (possibly unknown) actual out-neighbors, regardless
of whether they are the designated recipients, in an effort to
ensure that running sums will eventually reach their desired
destinations. The decision as to which running sum to forward
relies on a randomised strategy: each node maintains a list of
the most recently received running sums from other nodes
and randomly decides which one to forward. Note that these
running sums can be updated in different orders while enroute to their destination (in the case of the modified version
of Algorithm 2, they can even get dropped due to memory
constraints).
2) Algorithm for handling imprecise knowledge of outneighborhood: At each iteration k, each node j maintains
a set Sj [k], which contains the indices (IDs) of the nodes
for which node j possesses running sums at iteration k (the
management/updating of Sj [k] is described in detail in the next
paragraph). At each iteration k, each node j also maintains
variables yj [k], σj [k], {ρji [k] | i ∈ Sj [k]}, and zj [k], ηj [k],
and {νji [k] | i ∈ Sj [k]}, and updates them as described
5 The virtual in-degree of node j depends on how many nodes perceive
node j as its out-neighbor, and is explained in detail later.
6 If each node j chooses as its virtual out-neighbors the set of its actual
in-neighbors (the IDs of which are easily available to it), i.e., if N̂j+ = Nj−
for all j, then the resulting virtual digraph will be strongly connected as long
as the actual digraph is strongly connected; thus, for this particular choice of
virtual digraph, Assumption A2a becomes unnecessary.
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Fig. 2. Execution of Algorithm 1 for the digraph of Example 1 with reliable links.
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Fig. 3. Execution of Algorithm 1 for the digraph of Example 1 with packet-dropping links (qji = 0.6 for each link).

formally in Algorithm 2 and informally below.
The set Sj [k] contains the indices (IDs) of the nodes for
which node j possesses running sums at iteration k (Sj
can include nodes that are not necessarily actual or virtual
neighbors of node j). In the basic version of the algorithm, Sj
is initialized at Sj [0] = {j} and gets enlarged in a monotonic
fashion as node j becomes aware of the running sums of
additional nodes in the network. Specifically, in the basic
version of Algorithm 2, we have Sj [1] = Nj− ∪ {j} and
Sj [k] ⊆ Sj [k + 1] for all k ≥ 0; eventually, for large k,
we expect Sj to become equal to V = {1, 2, ..., n}. In the
modified version of the algorithm, due to memory constraints,
Sj [0] = {j} and Sj [k] gets enlarged, but it is never allowed
to contain more than D running sums beyond the running
sums associated with the virtual in-neighbors of node j;
perhaps more importantly, in this case, the set Sj [k] does not
necessarily get enlarged in a monotonic fashion because it gets
pruned (via the Prune routine) to contain at most D + D̂j−
randomly selected indices at any given iteration; eventually,
however, we expect that for large k it holds N̂j+ ⊆ Sj [k].
The simplest way to understand this algorithm is to realize
that in the pair (ρji [k], tji [k]), ρji [k] represents the latest value
of node i’s running sum (σi [·]) seen at node j; the iteration step
associated with this latest value is captured by tji [k] which is a
variable that takes nonnegative integer values. Similarly, in the
pair (νji [k], tji [k]), νji [k] represents the latest value of node
i’s running sum (ηi [·]) seen at node j, and tji [k] the iteration

step associated with it. More specifically, we have
tji [k]−1

ρji [k] =

X
t=0
tji [k]−1

νji [k] =

yi [t]
1 + D̂i+

X

zi [t]

t=0

1 + D̂i+

= σi [tji [k]] ,

= ηi [tji [k]] .

where D̂i+ = |N̂i+ | is the virtual out-degree of node i (in the
virtual digraph Ĝ). Clearly, each node j is fully aware of its
own accumulated mass, thus we have ρjj [k + 1] = σj [k + 1]
and νjj [k + 1] = ηj [k + 1].

Note that in the description of the algorithm, the set of
running sums that are known at node j at iteration k are
denoted by Rjρ [k] and Rjν [k] (respectively, for the running
sums for the y-iteration and the z-iteration), i.e., we we
have Rjρ [k] = {(ρji [k], tji [k]) | i ∈ Sj [k]} and Rjν [k] =
{(νji [k], tji [k]) | i ∈ Sj [k]}. Apart from sending out its own
ρjj [k] ≡ σj [k] and νjj [k] ≡ ηj [k], node j also selects a
random node index sj [k] = sj , sj ∈ Sj [k] ⊆ {1, 2, ..., n},
and forwards (ρjsj [k], tjsj [k]) and (νjsj [k], tjsj [k]) to all of its
out-neighbors Nj+ in the actual digraph via a simple broadcast
transmission (see the “Broadcast” step of Algorithm 2). For
simplicity, we assume that node j chooses sj [k] equally likely
among the IDs in Sj [k] (i.e., each sj ∈ Sj [k] is chosen with
probability |Sj1[k]| ≥ n1 , and independently between nodes and
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sj [k] as the “s-choice” or “s-value” of node j at iteration k.
Note that, at each iteration, each node has at most n different
possible s-choices (depending on the number of running sums
Input: yj [0] = Vj , σj [0] = 0
from different nodes it has encountered so far); collectively,
zj [0] = 1, ηj [0] = 0
Rjρ [0] = {(ρjj [0], tjj [0]) = (0, 0)}, Rjν [0] =
the n nodes have at most nn different s-choices.
{(νjj [0], tjj [0]) = (0, 0)}, Sj [0] = {j}
The additional running sum value (ρisi [k], tisi [k]) that is
D (positive integer indicating number of available
sent
by node i (based on the selection si [k] = si ) is received
memory slots, only for the modified version of the algorithm)
at each out-neighbor j ∈ Ni+ , who then uses it to update its
for k ≥ 0 :
own (ρjsi [k + 1], tjsi [k + 1]) if necessary (namely, if node i’s
Compute:
running sum for node si is more recent than node j’s running
σj [k + 1] = σj [k] + yj [k]/(1 + D̂j+ )
sum for node si , i.e., if tisi [k] > tjsi [k]). Essentially, during
ηj [k + 1] = ηj [k] + zj [k]/(1 + D̂j+ )
the “Receive” step of Algorithm 2, node j gathers the various
Broadcast:
running sums that it receives at time step k from its (actual)
randomly select sj [k] = sj , sj ∈ Sj [k]
in-neighbors, and during the “Set” step it updates its own
(ρjj [k + 1], k + 1) ≡ (σj [k + 1], k + 1),
perceived running sum for each node s ∈ Sj [k] accordingly,
(νjj [k + 1], k + 1) ≡ (ηj [k + 1], k + 1)
(ρjsj [k], tjsj [k]), (νjsj [k], tjsj [k]) (for randomly selected in order for ρjs (and νjs ) to have the latest possible value of
sj )
the accumulated mass that has been sent out by node s. If
new running sums are learned, the set of indices Sj [k + 1]
Receive:
ρ
is enlarged to include the newly learned node indices and the
Rj [k] = ∪i∈N − ∪{j} {(ρii [k + 1], k + 1)} ∪i∈N −
j
j
associated running sums are recorded. Note that the above
{(ρisi [k], tisi [k]) | si [k] = si }
ν
implies that for all s ∈ Nj− ∪ {j}, if s ∈ Sj [k], then
Rj [k] = ∪i∈N − ∪{j} {(νii [k + 1], k + 1)} ∪i∈N −
j
j
(ρjs [k], tjs [k]) = (σs [k], k). Finally, note that the update of
{(νisi [k], tisi [k]) | si [k] = si }
yj is based on the virtual in-neighbors of node j.
Set:
The basic feature of the modified version of Algorithm 2 is
Sj [k + 1] = Sj [k] ∪i∈N − {si | si [k] = si }
j
that the set Sj [k] (that contains the indices of nodes for which
ρ
ν
Rj [k + 1] = ∅, Rj [k + 1] = ∅
running sums are known at node j at iteration k) does not
for i ∈ Sj [k + 1] :
grow until it equals V = {1, 2, ..., n}. Instead, the set Sj [k]
(ρji [k + 1], tji [k + 1]) =
gets pruned so that it contains the indices of the virtual inargmax(ρ 0 [k],t 0 [k])∈(Rρ [k]∪Rρ [k]) {tj 0 i [k]}
j i
j i
j
j
neighbors of node j and at most D additional node indices
(νji [k + 1], tji [k + 1]) =
(where8 D > 0). In other words, Sj [k] ⊆ (N̂j ∪ AD ) where
argmax(ν 0 [k],t 0 [k])∈(Rν [k]∪Rνj [k]) {tj 0 i [k]}
j i
j i
j
AD ⊆ (V − N̂j ) with cardinality |AD | ≤ D. Basically, this
Rjρ [k + 1] = Rjρ [k + 1] ∪ {(ρji [k + 1], tji [k + 1])}
Rjν [k + 1] = Rjν [k + 1] ∪ {(νji [k + 1], tji [k + 1])}
pruning of the set Sj [k] implies that node j is allowed to
remember the running sums associated with its own virtual inPrune: (only for modified version of the algorithm)
neighbors (it needs those running sums to update its y and z
for i ∈ Sj [k + 1] :
values), but it is not allowed to remember more than D running
−
if i ∈ N̂j ∪ {j} then mji [k] = 1 else mji [k] = 0
sums from other nodes: when node j becomes aware of more
Select D random indices i1 , i2 , ..., iD
than D additional running sums, it randomly chooses D of
∈ (Sj [k + 1] − (Nj− ∪ {j})) and set
them and drops (deletes) the remaining ones. Mathematically,
mji1 [k] = ... = mjiD [k] = 1
this process can be captured by a set of at most n binary
(else mji [k] = 0)
ρ
ν
random
variables {mji [k] | i ∈ V}, which take values 1 or
Stmp = ∅, Rtmp = ∅, Rtmp = ∅
0;
m
[k]
= 1 means that the running sum ρji [k] of node
for i ∈ Sj [k + 1] :
ji
if mji [k] = 1 then
i is retained at node j at time step k, whereas mji [k] = 0
Stmp = Stmp ∪ {i}
means that this running sum is dropped (or it is not known
ρ
ρ
= Rtmp
∪ {(ρji [k + 1], tji [k + 1])}
Rtmp
at node j). Note that the variables {mji [k] | i ∈ N̂j− } are
ν
ν
Rtmp
= Rtmp
∪ {(νji [k + 1], tji [k + 1])}
necessarily 1 (unless node j has yet to receive a running sum
ρ
ν
Sj [k + 1] = Stmp , Rjρ [k + 1] = Rtmp
, Rjν [k + 1] = Rtmp
from its virtual in-neighbor node i), whereas the remaining
variables {mji [k] | i ∈ (V − N̂j− )} are dependent (at most D
Compute:
P
yj [k + 1] = i∈N̂ − ∪{j} (ρji [k + 1] − ρji [k])
of them can be nonzero). Throughout the paper we will refer
j
P
to the values of the variables mji [k] as the “m-choices” or “mzj [k + 1] = i∈N̂ − ∪{j} (νji [k + 1] − νji [k])
j
values” of node j atiteration k. Note that, at each iteration,
−
n − D̂
Output: πj [k + 1] = yj [k + 1]/zj [k + 1]
j
node j has at most
different possible m-choices
D
(depending on the running sums it maintained at the previous
iterations and the new running sums it has received). Note that

Algorithm 2: Handling imprecise knowledge of outneighborhood
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time steps.7 Throughout the paper we will refer to the value of
7 This assumption can be relaxed: what is important is for the sets of random
variables {sj [k] | j = 1, 2, ..., n} to be independent between different time
steps (but not necessarily independent with variables at the same time step).

8 Note that D = 0 implies that each node has no additional mechanism
to pass a running sum to its actual out-neighbors, unless that running sum
is associated to one of its virtual in-neighbors; in general, this will cause
problems because it might make it impossible to direct running sums to the
proper recipients.
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Algorithm 2 requires O(n) memory slots (to store the running
sums of the various nodes for the two iterates), whereas the
modified version of the algorithm requires memory of O(D̂j− +
D) at node j.
Convergence of Algorithm 2 (including its modified version)
is established in Theorem 2; its proof is deferred to Sections IV
and V.
Theorem 2: Consider problem setting PS.2, where each
node j executes Algorithm 2 (or its modified version) by
choosing sj [k] to have a value in the set Sj [k] ⊆ {1, 2, ..., n}
equally likely, independently from the choices of other nodes
and from choices at other time steps (and, in the modified
version of the algorithm, by choosing mji [k] to be 1 for all
virtual in-neighbors of node j and for a randomly chosen set
of at most D other nodes, where D is a positive integer). Then,
y [k]
with probability one, we have that limk→∞ πj [k] ≡ zjj [k] =
P

Vl

= V , ∀j ∈ V.
Example 2: We illustrate Theorem 2 using a fixed digraph
with 50 nodes that we randomly generated by choosing a
directed edge between each pair of nodes with probability onehalf (the randomly-generated digraph was checked to ensure
that it was strongly connected). In Fig. 4, we plot the progress
of Algorithm 2 for the following three cases: (i) on the left
we consider the case where each node uses the correct set of
out-neighbors; (ii) in the middle we consider the case when
each node incorrectly assumes one additional out-neighbor
(i.e., it incorrectly assumes that one additional node, randomly
chosen among the set of nodes, belongs to its set of outneighbors); and (iii) on the right, we illustrate what happens
when the virtual digraph is unrelated to the actual digraph
(in this particular case, we randomly choose a set of 25 outneighbors for each node and checked that the resulting digraph
is strongly connected). For each case, we plot the evolution of
y [k]
the ratios πj [k] = zjj [k] as a function of k. As one can see, in
all cases the nodes converge to the exact average of the initial
values.
In Fig. 5, we illustrate the operation of the modified version
of Algorithm 2, again for 50 nodes, for actual and virtual digraphs nodes that are randomly generated as described above.
y [k]
In each case, we plot the evolution of the ratios πj [k] = zjj [k]
(for all 50 nodes) as a function of the number of iterations
k when the number of available memory slots (D) equals 50
(left), 3 (middle), or 1 (right). As expected, we observe that
convergence is slower as D decreases.
l

n

D. Discussion
In terms of memory (storage) requirements, Algorithm 1
requires that each node j can store, for each of the two
iterations, Dj− + 1 values (for running sums from its inneighbors and the yj or zj value), whereas Algorithm 2
requires for each of the two iterations, storage of n + 1 values.
Note, however, that the storage requirements for each node j in
the modified version of Algorithm 2 are D̂j− +1+D (for some
positive integer D). In terms of communication requirements,
Algorithm 1 requires each node to send one pair of running
sums, whereas Algorithm 2 requires each node to send two
pairs.

The assumption that each node has a unique ID is
actually the case in a variety of practical scenarios (e.g.,
current wireless technology provides each Wi-Fi enabled
device with a unique MAC address). In such case, each
node can send its value along with its unique ID, and
that would be sufficient for nodes to act as required.
What is really assumed is that each node j is aware of
the IDs of some nodes in its set of virtual out-neighbors,
which allows node j to tag its messages with its intended
receivers (i.e., pick its virtual out-neighbors). In other words,
the information that is being passed around is of the form
(running sum, time index, node id, intended node IDs)
where running sum is the value of the running sum
of node node id up to iteration time index, and
intended node IDs is the set of node IDs for which
the running sum is intended (i.e., node node id perceives
nodes in the set intended node IDs as its out-neighbors).
On the flip side, when node j receives a running sum from
node i and sees its own ID in the set of intended receivers,
then it realizes that node i is one of its virtual in-neighbors.
Thus, though not necessarily known in the beginning, the set
of virtual in-neighbors of each node j is eventually learned
at that node. In the pseudocode for Algorithm 2 we do not
treat N̂j− as a function of the time step k (in order to keep
the description of the algorithm simple) but effectively the
algorithm runs in the exact same manner (because we treat
the values of running sums that have not yet arrived at node
j as zero).
We now briefly compare the proposed algorithms against
existing alternatives for distributed averaging.
(i) Flooding: A simple implementation of flooding would
require n transmissions by each node (i.e., each node would
have to report to its out-neighbors, each and every different
value it has received from each of its in-neighbors); since there
are n nodes in the network, this would require at least n steps
(and n2 transmissions). As one can see, Algorithm 2 can work
as fast as flooding in the randomly generated digraphs that
we used in our simulations, and it allows the nodes to start
averaging before having received all the values. [To be fair, one
should also account for the fact that the proposed algorithm
needs to transmit four values each time (though these values
could be sent in the same transmission packet).] One point we
should make here is that while Algorithm 2 can easily handle
packet drops in a digraph, it is unclear how flooding would
do it without significant communication overhead.
(ii) One-Directional Averaging Along Paths: The selection of
virtual out-neighbors in our approach certainly resembles the
selection of neighbors in the “one-directional averaging along
paths” approach described in [10]. In that case, one deals with
random geometric graphs (with bidirectional communication
links) with each node j having an (xj , yj ) location in a
two-dimensional region and being able to talk to immediate
neighbors within a certain radius (communication range). In
“one-directional averaging along paths,” each node wakes up at
random, selects a location and a length integer at random, and
then initiates a one directional averaging along a path of the
selected length. In our case, the selection of virtual neighbors
is performed only once (in the very beginning and remains
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Fig. 4. Execution of Algorithm 2 for the random 50-node digraph of Example 2: on the left, each node uses the correct set of out-neighbors; in the middle,
each node incorrectly assumes one additional out-neighbor; on the right, each node chooses 25 random virtual out-neighbors.
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Fig. 5. Execution of the modified version of Algorithm 2 for a random 50-node digraph: on the left, D = 50, in the middle D = 3, and on the right D = 1.

fixed) aiming to overcome packet drops and/or limited knowledge of out-neighborhoods. Comparing the performance of
the proposed scheme against “one-directional averaging along
paths” in [10], or against other approaches (e.g., geographic
gossip in [33]) is certainly an interesting endeavor for future
work (but beyond the scope of this paper which focuses on
establishing convergence).

IV. I NHOMOGENEOUS M ARKOV C HAIN F ORMULATION

A. Markov Chain Formulation of Algorithm 1 for Handling
Packet-Dropping Communication Links
In our discussion below, we focus on the iteration for y
but a similar discussion applies to the iteration for z. The
main feature of the running-sum ratio-consensus algorithm in
Section III-B is that when link (j, i) ∈ E is reliable (i.e.,
when xji [k] = 1), ρji [k + 1] becomes equal to σi [k + 1] =
Pk
yi [t]
t=0 1+D + , otherwise (i.e., when xji [k] = 0), it remains
i
unchanged; this can be written as
ρji [k + 1] = xji [k]σi [k + 1] + (1 − xji [k])ρji [k] .

In this section, we will establish that the progress of the
two iterations performed by either Algorithms 1 or 2 can be
rewritten in matrix form as
ỹ[k + 1]

=

M [k]ỹ[k] ,

(5)

z̃[k + 1]

=

M [k]z̃[k] ,

(6)

where: (i) ỹ (respectively z̃) is a vector that contains the
original variables in y = [y1 , y2 , ..., yn ]0 (respectively z =
[z1 , z2 , ..., zn ]0 ) together with some auxiliary variables to be
defined (functions of ρji , σji , νji , ηji , xji in the case of
Algorithm 1, also sj [k] in the case of Algorithm 2, and also
mji [k] in the case of the modified version of Algorithm 2),
and (ii) M [k] are column stochastic matrices of identical size
(also to be defined). This allows us to exploit connections
with products of column stochastic matrices in inhomogeneous
Markov chains. Specifically, in Section V, we are able to
establish convergence of the two algorithms to the exact
average by exploiting the so-called weak ergodicity of the
matrix product M [k]M [k − 1]...M [1]M [0].

For k ≥ 0, define bji [k] = σi [k] − ρji [k] (thus bji [0] = 0); it
follows from the way σ is updated in the algorithm (depending
on whether there is a successful transmission or not) that


yi [k]
, k ≥ 0.
bji [k + 1] = (1 − xji [k]) bji [k] +
1 + Di+
Finally, from line 8 of Algorithm 1, we obtain that


X
yi [k]
yj [k + 1] =
xji [k] bji [k] +
, k ≥ 0.
1 + Di+
−
i∈Nj ∪{j}

(7)
Thus, we can view bji [k], (j, i) ∈ E, as auxiliary state
variables that we maintain in order to perform the update of
y’s. In fact, it is convenient to think of bji [k] as the mass
being held at iteration k in a virtual buffer corresponding to
link (j, i), which we denote by b[j,i] . This idea is illustrated in
Fig. 6, where the “virtual buffer” b[j,i] can be seen as holding
mass that may have otherwise been lost due to packet drops in
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B. Markov Chain Formulation of Algorithm for Handling
Imprecise Knowledge of Out-Degrees
In this section, we obtain an inhomogeneous Markov chain
formulation for Algorithm 2 and its modified version. In order
to gain some intuition about the general process, we start by
presenting a simple example.
Example 3: Consider the multicomponent system of Example 1 with the communication topology in Fig. 1. Suppose
that all nodes know the exact set of their out-neighbors, except
node 1, which incorrectly assumes that node 4 is also one of its
out-neighbors. In terms of the notation introduced earlier, we
have N̂1+ = {2, 3, 4} and D̂1+ = |N̂1+ | = 3. We first describe
what happens for the y iteration (an identical analysis applies
Fig. 6. Virtual buffer b[j,i] on link (j, i) and corresponding weights.
to the z iteration) when nodes have enough storage to store the
running sums of all nodes, i.e., when the unmodified version
of Algorithm 2 is executed.
At time step k, node 1 broadcastsP
to its out-neighbors the
k
value σ1 [k + 1] ≡ ρ11 [k + 1] =
t=0 y1 [t]/4 (note that
1
1
+ = 4 ) along with the associated time instant k+1. These
1+D̂1
values
are immediately received by its actual out-neighbors,
link (j, i). The mass in the virtual buffer is “released” to the
namely,
nodes 2 and 3, and are processed accordingly. [Recall
intended receiver whenever the corresponding link operates
that node 1 also sends the IDs of its perceived out-neighbors,
yi [k]
reliably, i.e., when xji [k] = 1, both 1+D+ , as well as the
i.e., the set {2, 3, 4}, thus each node can determine which
i
contents of the buffer b[j,i] , go through. Otherwise (when mass is destined for them.] In order for node 4 to receive the
xji [k] = 0), no information is received at node j, but mass accumulated mass that node 1 is sending to it, a sequence of
gets accumulated in the virtual buffer b[j,i] .
s-choices from nodes on paths that connect node 1 to node
4 needs to occur. This process is captured in detail via the
With the above intuition, we can build an “augmented” directed path in Fig. 7 (self links are not drawn):
network that contains all the nodes in V, and also contains
• Immediately after the transmission from node 1, three
additional virtual nodes, each virtual node corresponding to
nodes (namely, node 1 and its out-neighbors, nodes 2
the virtual buffer for a link in E. We denote the augmented
and 3) are aware of this accumulated mass. This is
network by G a = (V a , E a ), where
captured in Fig. 7 by the virtual node denoted by v[1,2,3] ,
a
which
indicates that the accumulated mass that needs
V
= V ∪ {b[j,i] | (j, i) ∈ E} ,
to be sent from node 1 to node 4 is known at nodes
a
E
= E ∪ {(b[j,i] , i) | (j, i) ∈ E} ∪ {(j, b[j,i] ) | (j, i) ∈ E} ,
1, 2, and 3. The link between (v[1,2,3] , 1) has weight
1
= 14 .
i.e., each link (j, i) ∈ E is augmented with one buffer b[j,i]
1+D̂1+
and two links—one from node i to buffer b[j,i] , and one from
• Mass keeps accumulating at virtual node v[1,2,3] until
buffer b[j,i] to node j—with weights as shown in Fig. 6. The
either node 2 or node 3 or both choose to forward the
vector state of the augmented network consists of m = n+|E|
running sum of node 1. When this happens (i.e., when
elements, corresponding to the mass held by each of the n
s2 [k] = 1 or s3 [k] = 1, denoted in the figure by S2 ∨ S3 ),
nodes, and the mass held by each of the |E| virtual buffers;
nodes 1, 2, 3, and 5 become aware of the accumulated
these m entities are represented by m nodes in the augmented
mass that node 1 has been trying to send to node 4. This
network. Let us denote by ỹ[k] the state of the nodes in the
is captured by the virtual node labeled v[1,2,3,5] in the
augmented network G a ; the vector ỹ[k] for G a is an augmented
path. [In this case, since node 5 is an out-neighbor of
version of y[k] for G. In addition to yj [k] for each j ∈ V, the
both node 2 and node 3, the set of nodes that become
augmented ỹ[k] vector also includes |E| elements ỹb[j,i] [k] for
aware of the mass that node 1 is trying to send to node 4
each virtual buffer b[j,i] (where (j, i) ∈ E), with ỹb[j,i] [0] =
is the same, regardless of whether node 2 or node 3
0. Note that the values yj [k], j ∈ V, are identical in the
(or both) chose to propagate mass from node 1. More
original network and the augmented network; therefore, we
generally, however, one could have different sets of nodes,
do not distinguish between them. We rewrite Algorithm 1 into
depending on the choice of s2 [k] and/or s3 [k]; this is
matrix form as
discussed in more detail later.]
• At subsequent times, additional mass may accumulate in
ỹ[k + 1] = M [k]ỹ[k] ,
(8)
node v[1,2,3,5] (recall that, while running the algorithm,
where the m × m matrices M [k] depend on the values of the
the nodes always keep the running sum associated with
the latest time index, which is equivalent to adding the
variables {xji [k] | (j, i) ∈ E}. It can be easily seen that M [k]
is column stochastic regardless of the values of the variables
new mass that has accumulated in node v[1,2,3] to the
mass already in node v[1,2,3,5] ). Mass will finally make
{xji [k] | (j, i) ∈ E}.
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Fig. 7. Virtual path connecting node 1 to node 4 for the digraph in Fig. 1 (self links are not shown).

it to node 4 when node 5 decides to forward mass from
node 1 (i.e., when s5 [k] = 1, which is denoted in Fig. 7
by S5 ). Note that it is possible that, when this happens,
nodes 2 and 3 actually have additional mass from node 1
(i.e., in case they have received a more recent running
sum), but the fact is that some accumulated mass (namely,
the mass that has made it to virtual node v[1,2,3,5] ) will
be transferred to node 4.
In order to capture the behavior of Algorithm 2, we need to
incorporate the virtual path in Fig. 7 (along with virtual nodes
v[1,2,3] and v[1,2,3,5] ) to the graph in Fig. 1, and determine the
paths followed according to the s-choices that nodes make.
Since all nodes but node 1 use the correct set of out-neighbors,
what matters is how the choices made affect the virtual path
in Fig. 7 (i.e., whether nodes choose to forward the running
sum associated with node 1 or not). At any given time step k,
the associated transition matrices M [k] in (5)–(6) are of size
7 × 7 and take different values depending on the values of
s2 [k], s3 [k], and s5 [k].
The general case is a bit more complicated than what
was presented in the above example. For each node j that
incorrectly perceives a node l as one of its out-neighbors
(l ∈
/ Nj+ ), we need to add a set of inter-dependent virtual paths
from node j to node l (along with an associated set of virtual
nodes). Focusing on the unmodified version of Algorithm 2,
consider the left of Fig. 8 that shows the set of actual nodes and
actual edges involved in directed paths from node j to node l,
whereas the right of Fig. 8 shows an augmented digraph with
the virtual nodes that can be used to capture the propagation of
mass for this specific virtual link. [Note that to avoid cluttering
the diagram we have dropped all self links as well as the “j”
from the labels of all virtual nodes.] The augmented digraph
was constructed using the following steps (it should be clear
from the discussion below that cyclic paths do not affect the
analysis):
[S1.] The link from node j to node v[1,4] has associated with
it a weight of 1+1D̂+ and ensures that the sum of the weights
j
of the outgoing links of node 1 is unity. This link captures
the fact that, at each iteration, node j broadcasts the mass that
it wants to transfer to its virtual neighbors; thus, this mass
becomes known to its actual out-neighbors (namely, nodes 1
and 4).
[S2.] The outgoing links from each virtual node (including
the self link that is not shown) can only have values that are
either 0 or 1, with exactly one of them being 1. The way we
determine which link gets the 1 depends on the s-choices that
nodes make at a particular iteration. For example, at node v[1,4]
the mass can move forward if s1 [k] = j and/or if s4 [k] = j.
We have three cases:
1) If s1 [k] = j AND s4 [k] 6= j (this is denoted in the
figure by S1 ∧ S 4 ), then nodes 1, 2, and 4, become
aware of the mass that node j is trying to send to node l

(because node 2 is an out-neighbor of node 1 who selects
to propagate mass from node j). Thus, we transition to
the virtual node called v[1,2,4] .
2) If s4 [k] = j (this is denoted in the figure by S4 ), then
nodes 1, 2, 4, and 5 become aware of the mass that
node j is trying to send to node l (because nodes 2 and
5 are out-neighbors of node 4; the reason we do not
need to worry whether s1 [k] = j or not is because in
this example all out-neighbors of node 1 are also outneighbors of node 4). Thus, we transition to the virtual
node called v[1,2,4,5] .
3) Finally, if none of the above conditions holds (i.e., if
s1 [k] 6= j AND s4 [k] 6= j, which is the case S 1 ∧ S 4 ),
then mass does not propagate but remains at virtual node
v[1,4] ; this corresponds to a self link at node v[1,4] which
is not shown in the figure.
Similar reasoning can be used at all other virtual nodes.
[S3.] At each iteration k, the s-choices that nodes make
are independent (among themselves and among different iterations); however, the set of outgoing links that get weight 1 at
each virtual node (only one such outgoing links gets weight
1 at each node) are dependent on these s-choices. [In fact,
if there are other virtual paths that we have to consider (not
shown on the right of Fig. 8), there will also be dependence
with the outgoings links that get weight 1 in these virtual
paths.]
From the above discussion, it should be clear that when node
j incorrectly perceives node l as one of its out-neighbors, we
introduce virtual nodes that can be viewed as subsets of the
actual set of nodes V. Note that there is a finite set of such
subsets, bounded by 2n−2 (node j is always included in the
set, while node l is always excluded), and the actual number
needed for each path depends on the structure of the given
digraph G. Thus, regardless of which version of Algorithm 2
we are using, the total size of the virtual digraph is bounded
by n + n(n − 1)2n−2 (i.e., it includes the original nodes plus
all possible pairs of virtual connections, each requiring at most
2n−2 virtual nodes).
V. C OEFFICIENTS OF E RGODICITY A NALYSIS
In this section, we use coefficients of ergodicity to establish
the convergence of the various algorithms presented in this
paper. This proof technique is quite distinct from the one
used in our earlier work in [19], which studied exchange of
running sums under a very specific packet-loss probabilistic
model, and proved almost sure convergence by computing
the moments of each of the two iterations in the algorithm.
This moment-based technique is not suitable for analyzing
the variants of the ratio-consensus algorithm proposed in
this paper, because it becomes very difficult to recursively
track correlations between the values of the various nodes
when considering packet drop probabilities that are unequal or
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Fig. 8. Virtual paths connecting node j to node l, l ∈
/ Nj+ , when node j incorrectly perceives node l as one of its out-neighbors: actual set of paths from
node j to node l (left); virtual nodes to capture the propagation of mass from node j to node l (right).

dependent, or when additional (store and forward) mechanisms
are introduced.

A. Properties of Matrices M [k]
Given a digraph G under the challenges described (packet
drops and/or unknown out-neighborhoods), let us denote by
M the set of all possible instances of matrix M [k], k ≥ 0. In
the case of Algorithm 1, these matrices depend on the values
of the binary indicator variables xji [k], (j, i) ∈ E (xji [k] ∈
{0, 1}); in the case of Algorithm 2, these matrices depend on
the values of sj [k], j ∈ V (sj [k] ∈ {1, 2, ..., n}); in the case
of the modified version of Algorithm 2, the matrices depend
on the values of sj [k], j ∈ V (sj [k] ∈ Sj [k] ⊆ {1, 2, ..., n}),
and the values of the binary variables mji [k], j, i ∈ V. The
matrices in the set M have the following properties:
[M1.] The set M consists of a finite number of matrices of
identical dimension m × m. In the case of Algorithm 1, each
distinct matrix in M corresponds to different instantiations of
the binary indicator variables xji [k], (j, i) ∈ E, which result
in 2|E| distinct matrices; in the case of Algorithm 2, each
distinct matrix in M depends on the n-ary variables sj [k],
j ∈ V, which result in at most nn distinct matrices; in the
case of the modified version of Algorithm 2, each distinct
matrix in M depends on the n-ary variables sj [k], j ∈ V, and
the binary variables mji [k], j, i ∈ V, which result in at most
2
nn 2n distinct matrices.
[M2.] The size of the matrices m depends on the size of the
augmented digraph (m = n + |E| in the case of Algorithm 1,
and m ≤ n + n(n − 1)2n−2 for both versions of Algorithm 2).
[M3.] Each positive element of any matrix in M is lower
bounded by a positive constant c = minMij >0,M ∈M Mij . In
the case of packet-dropping links, we have c = minj∈V 1/(1+
Dj+ ) ≥ n1 (because the (i, j) entry of any M ∈ M is either
1, or 0, or 1/(1 + Dj+ )), whereas in the case of imprecise
knowledge of the out-degrees, we have c = minj∈V 1/(1 +
D̂j+ ) ≥ n1 (because the (i, j) entry of any M ∈ M is either
1, or 0, or 1/(1 + D̂j+ )).

[M4.] There exists a finite positive integer l and a sequence
of l matrices in M (possibly with repetition) such that, at any
time step k, their product in a chosen order occurs with a positive probability (greater or equal to some pmin > 0) and forms
a column stochastic matrix with the rows that correspond to
actual nodes containing strictly positive entries. In other words,
it is possible to find Ml , Ml−1 , ..., M1 ∈ M (repetitions are
allowed), such that (i) Pr(M [k + l] = Ml , M [k + l − 1] =
Ml−1 , ..., M [k + 1] = M1 ) ≥ pmin > 0, and (ii) the matrix
P = Ml Ml−1 ...M1 satisfies P (j, :) > 0 for all j ∈ V (V ⊆ V a
is the set of actual nodes and P (j, :) denotes the jth row of
matrix P ).
Next, we establish Property M4 separately for Algorithm 1
(packet drops) and both versions of Algorithm 2 (unknown
out-degrees).

Establishing Property M4 for Algorithm 1: If we consider
the m×m matrix M that corresponds to all links being reliable
(i.e., xji [k] = 1 for all (j, i) ∈ E), we can obtain a matrix
that satisfies the above requirements via P = M n (i.e., l =
n). To see this, notice that when there are no packet drops,
there are paths from each virtual buffer to its corresponding
actual (receiving) node and, furthermore, the actual nodes are
strongly connected. Thus, the digraph that corresponds to the
0/1 structure of M (diagonals excluded) has paths from all
nodes (actual and virtual) to the actual nodes; furthermore,
since M has positive diagonal elements at the locations of the
actual nodes, we can find, at any time step k, at least one path
of length n from any node i or b[j,i] to any actual node in
V. Thus, P satisfies P (j, :) > 0 for all j ∈ V. In this case,
pmin = (pall )l where pall = Pr(xji [k] = 1 for all (j, i) ∈ E).
Establishing Property M4 for Unmodified Version of Algorithm 2: Let Mi ∈ M be the m × m matrix (m is
the number of nodes in the augmented graph) in which
all s-choices equal i (i.e., all nodes choose to propagate
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the running sum9 associated with node i). Then, the matrix
n−1
P = (Mnn−1 Mn−1
...M1n−1 )m−1 has the property that we
need (i.e., l = n(n − 1)(m − 1)). Notice that in this case,
pmin ≥ (ps )l where ps = n1n (notice that Pr(s1 [k] = s2 [k] =
...sn [k] = i) ≥ n1n ).
To see that matrix P satisfies P (j, :) > 0 for all j ∈ V,
suppose that node i perceives node j as its out-neighbor and
consider what happens in the virtual nodes involved in the
virtual paths from node i to its virtual neighbor j. When all
nodes forward running sums from node i, there are links from
each virtual node in these paths to node j itself. Thus, the
digraph that corresponds to the 0/1 structure of Mi (diagonals
excluded) has paths to node j starting from node i or any
virtual node in the virtual paths from node i to node j. Notice
that node j has a nonzero self-weight and the virtual paths
starting at node i are of length at most n − 1 before reaching
the destination node j. Therefore, the jth row of matrix Min−1
(i.e., the row that corresponds to node j) has nonzero entries
at the locations that correspond to node i and the virtual nodes
in the virtual path from node i to node j. The last observation
is that the diagonal elements that correspond to actual nodes
are nonzero in all Mi (and thus all Min−1 ), i = 1, 2, ..., n;
n−1
...M1n−1 has zero-one
this means that the matrix Mnn−1 Mn−1
structure that corresponds to a digraph that has paths from
each node (virtual or not) to each actual node; thus matrix P
satisfies P (j, :) > 0 for all j ∈ V a , which is the property we
need.
Establishing Property M4 for Modified Version of Algorithm 2: Let Mi ∈ M be the m × m matrix in which
sj [k] = i for all j ∈ V and mji [k] = 1 for all j ∈ V
(i.e., all nodes choose to remember and propagate10 the
running sum associated with node i). Then, the matrix P =
n−1
...M1n−1 )m has the property that we need (i.e.,
(Mnn−1 Mn−1
l = n(n − 1)(m − 1)). The only difference in the modified
version of Algorithm 2 is that this product of matrices will
occur with a smaller (but still nonzero) probability. In this
case, pmin ≥ (ps )l where ps = nn12n2 (notice that Pr(s1 [k] =
s2 [k] = ...sn [k] = i, m1i = m2i = ... = mni = 1) ≥ nn12n2 ).

Mk−1 Mk−2 . . . M1 M0 = Πk−1
`=0 M` , where M` ∈ M, ∀` =
0, 1, . . . , k−1 (note that index ` is different from the parameter
l defined in Property M4). Informally defined, weak ergodicity
of Tk obtains if the columns of Tk tend to equalize as k → ∞
(this should be contrasted with strong ergodicity of Tk which
is obtained if the columns of Tk converge to a single stochastic
vector c as k → ∞). The analysis builds upon a large body of
literature on products of nonnegative matrices [12], [34], [35].
For a column stochastic matrix A, the coefficient of ergodicity
δ(A) is defined as
δ(A) := max max |A(j, i1 ) − A(j, i2 )|,
j

i1 ,i2

(9)

which can be used to characterise how different two columns
of A are. Note that 0 ≤ δ(A) ≤ 1 and the columns of A are
identical if and only if δ(A) = 0.
We next analyze the ergodicity properties of the products
of matrices that result from each of the iterations comprising
our running-sum ratio-consensus algorithms. We focus on just
one of the iterations, say that of ỹ[k], as the treatment of the
iteration for the z̃[k] iteration is identical. As described in
Section IV, the progress of the ỹ[k] iteration can be recast as
a running product of column stochastic matrices
ỹ[k]

= M [k − 1]M [k − 2] · · · M [1]M [0]ỹ[0]

= Πk−1
`=0 M [`] ỹ[0] ≡ Tk ỹ[0],

(10)
(11)

where Tk ≡ Πk−1
`=0 M [`], being a product of column stochastic
matrices, is column stochastic and the sequence of M [`]’s
is determined by the values of the various random events
occurring at time step ` (binary indicator variables xji [`] in the
case of Algorithm 1 or values of selector variables sj [`] in the
case of Algorithm 2 as well mji [k] for its modified version).
By convention, Π0`=k M [`] = I for any k > 0 (I denotes the
m × m identity matrix). Define
Wt

=

Πtl−1
`=(t−1)l M [`], t ≥ 1, M [`] ∈ M,

(12)

where l is the constant defined in Property M4; then, it follows
that Tlk = Πkt=1 Wt , k ≥ 1.
Lemma 1: δ(Tk ) converges almost surely to zero.

B. Ergodicity Analysis of Products of Matrices in M
Next, we establish probabilistic statements pertaining
to the ergodic behavior of the forward product Tk =
9 Technically speaking, if a node ` has S [k] that does not include node
`
i (e.g., at early steps), node ` cannot make an s-choice that equals i (i.e.,
matrix Mi , where all s-choices equal i, will be chosen with probability
pi [k] = 0); in such case, we allow node ` to make any other s-choice that
is allowable (occurs with nonzero probability) and we consider at that step
the corresponding matrix M̃i to be the matrix where all nodes, except nodes
that are in the same situation as node l, have an s-choice equal to i. The
remainder of the argument in the proof goes through intact because one still
gets s-choices that equal to node i, so that eventually node l receives mass
from node i and can make an s-choice that is equal to i.
10 Again, if a node ` has S [k] that does not include node i (e.g., at early
`
steps), node ` cannot make an s-choice that equals i (i.e., matrix Mi , where
all s-choices equal i, will be chosen with probability pi [k] = 0); similarly,
note ` cannot decide to remember a running sum that does not belong in
S` [k] or has not been received by its neighbors. In such case, node ` can
make any other s- and m-choices that are allowable (possible with nonzero
probability), and we consider at that step the corresponding matrix M̃i to be
the matrix where all nodes but node l have an s- and/or m-choice equal to
i. The remainder of the argument in the proof goes through intact.

Let us first consider matrix P in Property M4, which is
constructed out of the product of l matrices and has at least
one row with all elements strictly positive. Let α > 0 be the
minimum value of the elements in such a row (from the proof
of
l M4, it follows that in the case of Algorithm 1, α ≥
 Property
l
1
+
is the maximum out-degree
≥ n1 , where Dmax
+
Dmax
among
all
nodes
in
the
digraph,
and
in the case of Algorithm 2,

l

1
1 l
+
α ≥ D̂+
≥ n , where D̂max is the maximum virtual
max
out-degree among all nodes in the digraph). Then, following
standard results on coefficients of ergodicity (see, e.g., [34],
[12] or the nice overview in [36] and references therein), we
have that if y 0 = x0 P , then
max yi − min yi ≤ (1 − α)(max xi − min xi ) ,
i

i

while for a generic column stochastic matrix P , we have
that maxi yi − mini yi ≤ max xi − min xi . Now, the
forward product Tk = M [k − 1]...M [1]M [0] can be assem-
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bled in blocks of length l, namely Tlk = Πkt=1 Wt , where
0
0
Wt = Πtl−1
`=(t−1)l M [`]. Iterating, we have that if y = x Tlk , it
holds
max yi − min yi ≤ (1 − α)d (max xi − min xi ) ,
i

i

where d is the number of times Wt = P . By varying x among
the vectors of the canonical basis, we can equivalently express
the expression y 0 = x0 P (which satisfies the above inequality)
as δ(Tlk ) ≤ αd . Since P will appear infinitely often with
probability one, as k → ∞, this shows that δ(Tlk ) goes to 0
with probability one.
C. Convergence of Proposed Algorithms
Algorithms 1–2 can be described in matrix form as in (5)–
(6), where M [k] ∈ M, ∀k ≥ 0, ỹj [0] = Vj and z̃i [0] = 1,
∀j ∈ V (ỹj [0] = z̃j [0] = 0 for all j ∈ V a − V). The two
iterations share the matrix M [k] used at step k (in (5) and
(6)). Recall that ỹ[k] and z̃[k] have m ≥ n elements, but only
the first n elements correspond to actual computing nodes
in V; the remaining entries in ỹ[k] and z̃[k] correspond to
virtual nodes in V a − V. The analysis below shows that the
running-sum ratio-consensus algorithms achieve asymptotic
consensus to the exact average with probability 1. Aside
from the (important) difference that the diagonals of the
transition matrices (M [k]’s) are not always strictly positive,
the convergence proof for our algorithm on the augmented
network is similar to that in [10]. Note, however, that the
algorithm in [10] bears little resemblance to the algorithm
we analyze here (as the algorithm in [10] is formulated as a
gossip algorithm over reliable links and it implicitly assumes
that node j has perfect knowledge of its out-degree Dj+ ).
The goal of the algorithm is for each computing node to
obtain consensus to the average value
P
P
P
Vl
l∈V yl [0]
l∈V a ỹl [0]
∗
.
(13)
=P
= l∈V
π = P
n
z̃
[0]
z
[0]
l
l∈V a l
l∈V
To achieve the above goal, each node j ∈ V calculates
πj [k] =

ỹj [k]
, whenever z̃j [k] ≥ µ,
z̃j [k]

(14)

for some constant µ > 0 to be defined. We will show that,
for each j = 1, 2, . . . , n, the sequence πj [k] almost surely
converges to π ∗ . To this end, we first establish that the event
z̃j [k] ≥ µ occurs infinitely often, thus computing nodes will
calculate the ratio in (14) infinitely often. Then, we show that
as k goes to infinity, the sequence of ratio computations in
(14) converges to the value in (13) with probability 1.
Let µ = cl , where c was defined in Property M3 and l was
defined in Property M4. As time evolves, each node j ∈ V
will calculate a new estimate of the consensus value whenever
z̃j [k] = zj [k] ≥ µ. The next lemma establishes that nodes will
perform this calculation infinitely often.
Lemma 2: Let Tj = {τj1 , τj2 , . . . } denote the sequence of
time instants when node j ∈ V updates its estimate of the
average using (14), and obeying z̃j [k] ≥ µ, where τjt < τjt+1 ,
t ≥ 1. The sequence Tj contains infinitely many elements with
probability 1.

To prove the result, it will suffice to prove that for infinitely
many values of k, z̃j [k] = zj [k] ≥ µ, with probability 1.
Properties M1–M4 imply that each matrix Wt , t ≥ 1 (defined
in (12)) contains a strictly positive row corresponding to index
j ∈ V with a nonzero probability, say γj > 0. Also, though
the choice of Wt2 may depend on Wt1 (for t2 > t1 ), we easily
see that the conditional probability that Wt2 equals matrix P
defined in the proof of Property M4 (conditioned on Wt1 )
is greater than γj > 0. Therefore, the second Borel-Cantelli
lemma implies that, with probability 1, for infinitely many
values of t, Wt will equal P . Since the nonzero elements of
each matrix in M are all greater than or equal to c, c > 0 (by
property M3), and since Wt is a product of l matrices in M,
it follows that all the nonzero elements of each Wt must be
lower bounded by cl .
Consider only those t ≥ 1 for which Wt contains a positive
j-th row. As noted above, there are infinitely many such t
values. Since z̃[tl] = Wt z̃[(t − 1)l], and the elements of the
vector z̃[(t − 1)l] are nonnegative and sum to n, we conclude
that z̃j [tl] ≥ cl n (because all the elements in the j-th row of
Wt , j ∈ V, are lower bounded by cl ). This implies that zj [tl] ≥
cl n ≥ cl ; since infinitely many Wt ’s contain a positive j-th
row (with probability 1), and since µ = cl , we finally obtain
that zj [tl] ≥ µ holds for infinitely many t with probability 1.
Thus, with probability 1, the set Tj = {τj1 , τj2 , . . . } contains
infinitely many elements, for any j ∈ V.
The next theorem shows that the running-sum ratioconsensus algorithm will converge with probability 1 to the
average value π ∗ defined in (13).
Theorem 3: Let πj [t] denote node j’s estimate of the
consensus value calculated
at time τjt . For each node j ∈ V,
P
y [0]
∗
l
πj [t] converges to π = P zll [0] with probability 1.
l
Note that the transition matrices M [`], ` ≥ 0, are randomly
drawn from a certain distribution. By an “execution” of the
algorithm, we mean a particular instance of the M [`] sequence.
Thus, the distribution on M [`]’s results in a distribution on
the executions. Lemma 1 implies that, for any 0 < ψ ≤ 1
and ε > 0, there exists a finite kψ such that, for all k ≥ kψ ,
δ(Tk ) < ψ with probability 1 − ε among chosen executions.
Lemma 2 implies that there exist infinitely many values of
k ≥ kψ such that zj [k] ≥ µ.
Consider any k ≥ kψ such that zj [k] ≥ µ. Clearly, for each
j ∈ V, we have ỹj [k] = Tk (j, :)ỹ[0] and z̃j [k] = Tk (j, :)z̃[0],
where Tk (j, :) denotes the P
j-th row of matrix Tk . Since
zj [k] = Tk (j, :)z̃[0] ≥ µ and l z̃l [0] = n, we know that the
maximum entry of Tk (j, :) is at least µ/n. Moreover, since
δ(Tk ) < ψ, the columns of matrix Tk are “within ψ” of
each other. In particular, the j-th row of Tk can be written as
Tk (j, :) = cj [k](1T + eT [k]), where 1T is the m-dimensional
all-ones row vector, eT [k] = [e1 [k], e2 [k], ..., em [k]] is an mdimensional row vector that satisfies emax [k] ≡ maxl |el [k]| <
ψ
µ
ψ
2cj [k] , and cj [k] ≥ n − 2 (assume without loss of generality
µ
that ψ < n ).
With the above notation at hand, we easily obtain
πj [k] =

Tk (j, :)ỹ[0]
cj [k](1T + eT [k])ỹ[0]
(1T + eT [k])ỹ[0]
=
= T
T
T
Tk (j, :)z̃[0]
cj [k](1 + e [k])z̃[0]
(1 + eT [k])z̃[0]

Since z̃j [0] ≥ 0, the denominator of the above expression can
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be bounded
X
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T

T

z̃l [0](1−emax [k]) ≤ (1 +e [k])z̃[0] ≤

l

X

z̃l [0](1+emax [k]) ,

l

or (since

P

l z̃l [0]

=

P

l zl [0]

= n)

n(1 − emax [k]) ≤ (1T + eT [k])z̃[0] ≤ n(1 + emax [k]) .
P
P
Similarly, assuming
0 (similar
l [0] =
l yl [0] >P
P that l ỹP
analyses
apply
for
ỹ
[0]
=
y
[0]
<
0
and
l
l
l
l
l ỹl [0] =
P
y
[0]
=
0,
and
are
not
repeated
here),
we
can
bound
the
l
l
numerator as
Σy − emax [k]Σ|y| ≤ (1T + eT [k])ỹ[0] ≤ Σy + emax [k]Σ|y| ,
P
P
P
where Σy =
l ỹl [0] =
l yl [0] and Σ|y| =
l |ỹl [0]| =
P
|y
[0]|.
Putting
the
above
inequalities
together,
we
obtain
l
l
Σy − emax [k]Σ|y|
n(1 + emax [k])

≤ πj [k] =

Σy + emax [k]Σ|y|
(1T + eT [k])ỹ[0]
≤
(1T + eT [k])z̃[0]
n(1 − emax [k])

or (after some algebraic manipulations)




(Σy + Σ|y| )emax [k]
(Σy + Σ|y| )emax [k]
π ∗ 1−
≤ πj [k] ≤ π ∗ 1+
Σy (1 + emax [k])
Σy (1 − emax [k])

This can be relaxed to π ∗ − E[k] ≤ πj [k] ≤ π ∗ + E[k], where
(Σ +Σ|y| )emax [k]
E[k] = π ∗ Σyy (1−e
.
max [k])
Given any desirable  > 0, we can set emax [k] <
2µ
n
Σy +Σ|y| +n by choosing ψ < Σy +Σ|y| +2n . This will ensure
that π ∗ −  ≤ πj [k] ≤ π ∗ +  whenever k ≥ kψ and k ∈ Tj .
ỹ [k]
Therefore, πj [k] = z̃jj [k] for k ∈ Tj converges to π ∗ (as k
goes to infinity, this result holds with probability 1).
VI. C ONCLUDING R EMARKS
This paper has analyzed a class of distributed iterative
algorithms that utilize ratio consensus and communicate running sums, in a way that allows the nodes to asymptotically
compute the exact average of their initial values, despite a
variety of challenging scenarios (including possible packet
drops in the communication links and imprecise knowledge of
the nodes’ out-degrees). Establishing convergence to the exact
average of the proposed distributed algorithms relied on augmenting the digraph that describes the communication topology by introducing additional (virtual) nodes and links, and by
modeling the algorithmic iteration as a finite inhomogeneous
Markov chain. There are a number of interesting questions
pertaining to the speed of convergence, and its dependence to
various parameters of choice, such as the number of virtual
out-neighbors selected by each node, the number of additional
memory slots, and the relationship between the actual and the
virtual digraphs. For instance, one issue that deserves to be
investigated in future work is whether, for particular choices
of virtual digraphs, the communication overhead imposed by
the algorithm is efficiently used, when compared for instance
to standard ratio consensus on the actual digraph (i.e., compare
the performance of the two approaches for the same number of
transmissions) or approaches like “one-directional averaging
along paths” [10]. Another interesting extension would be to
consider how these ideas can be extended to asynchronous
settings (e.g., using some of the techniques in [37]).

The authors would like to acknowledge the anonymous
reviewers for their constructive comments and suggestions
during the review process. In particular, Anonymous Reviewer 2 suggested the nice construction of one possible
strongly connected virtual digraph, as described in Footnote 6.
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