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Abstract—In this paper, we consider a flow network that
is described by a digraph, each edge of which can admit a
flow within a certain interval, with nonnegative end points that
correspond to lower and upper flow limits. We propose and
analyze a distributed iterative algorithm for solving the socalled feasible circulation problem, which consists of computing
flows that are within the given intervals at each edge and
balance the total in-flow and the total out-flow at each node.
Unlike previously proposed distributed algorithms that required
bidirectional communication between pairs of nodes that share an
edge in the flow network, the algorithm we propose can operate
over any communication network, assuming the corresponding
digraph that describes it is strongly connected. The proposed
algorithm allows the nodes to asymptotically compute (with
a geometric rate that depends on the specifics of the given
flow network and communication topology) a solution to the
feasible circulation problem, as long as such a solution exists.
An important special case of the setting studied in this paper
is the case where the digraph of the flow network matches the
digraph of the communication network.
Index Terms—digraph, directed communication topology, distributed balancing, feasible circulation, flow networks

I. I NTRODUCTION
We consider a flow network comprised of multiple nodes
that are interconnected via some directed links through which
a certain commodity can flow. We assume that the flow on each
link is constrained to lie within an interval, with nonnegative
end points that correspond to link lower and upper capacity
limits. The objective is to obtain, in a distributed manner, an
admissible and balanced flow assignment, i.e., find flows on
all the links that are within the corresponding capacity limits,
so that, for each node, the sum of in-flows is equal to the sum
of out-flows. In the flow network literature, this problem is
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referred to as the feasible circulation problem (see, e.g., [2],
[3]).
The feasible circulation problem is a special case of the
feasible distribution problem (see, e.g., [3]), which is closely
related to the max-flow min-cut problem; thus, the algorithms
utilized to solve the feasible circulation problem relate to the
algorithms used to solve the feasible distribution and maxflow min-cut problems, which have been studied extensively
in the literature (see, for example, [4], [5], [6], [7], [8]). One
such algorithm for solving the feasible distribution problem,
referred to as the feasible distribution algorithm (see, e.g.,
[3]), is described in detail in Section II, once we have the
opportunity to introduce pertinent terminology. The feasible
distribution algorithm, as well as most of the earlier algorithms
that were proposed for solving network flow problems, were
implemented in a centralized manner. If a distributed implementation were to be devised, one would have to coordinate,
in a distributed manner, the discovery of a path between
particular sets of nodes, and the adjustment of the flows on
each link along this path.
The problem of interest in this paper can also be viewed
as a special case of the standard network flow optimization
problem (see, e.g., [9]), where we are given a flow network
with a cost function associated to the flow on each link, and
the objective is to find a set of feasible and balanced flow
values that also minimize the total cost (i.e., the sum of the
costs on each link). In this regard, it is common to assume
that the individual costs are described by convex functions
on the flow, which makes the optimization problem convex.
The solution to this optimization problem can be obtained via
the Lagrange dual, the formulation of which is well suited
for algorithms that can be executed, in a parallelizable or
distributed (even asynchronous) fashion, over a network that
conforms to the same topology as that of the multi-node
system. Such approaches that use the Langange dual were
researched extensively in [10], [11], [12], [13], [14] and,
more recently, in [15]; however, recovering the optimal primal
solution from the dual one might not be straightforward [16].
In contrast to the aforementioned literature, the works in [17],
[18], [19], as well as in this paper, propose distributed iterative
algorithms that act directly on the primal variables, i.e., the
flows, and are able to asymptotically obtain admissible and
balanced flows.
Understanding the constraints imposed by the communication topology and identifying critical information that needs
to be sent from one node to another is key to solving
distributed computing problems over a network, such as the
one considered in this paper. Within this context, the work in
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[20] studies how locality in a distributed optimization problem
(i.e., local cost functions that depend on variables that are
shared between neighboring nodes) can be exploited to lead to
improvements in communication-efficiency. In particular, the
work in [20] studies, among others, a version of a distributed
network flow optimization problem, assuming an undirected
communication topology, and compares the performance of
different algorithms in terms of the communication exchanges
among nodes. Our work in this paper is along this research
direction and investigates the role of the communication
topology when solving, in a distributed manner, the feasible
circulation problem. More specifically, our work in this paper
proposes a distributed algorithm that does not have to rely on
a specific communication network, such as the digraph that
matches the flow topology of [17] or the undirected graph
that corresponds to the flow topology of [10], [20], [19];
instead, the algorithm proposed in this paper can operate under
any arbitrary communication network and allows the nodes
in the flow network to compute a solution to the feasible
circulation problem, as long as the digraph that describes the
communication topology is strongly connected (and a feasible
solution exists).
The work in [18], [19] proposes an iterative distributed algorithm for solving the feasible circulation problem described
earlier assuming that the communication topology, which governs the interactions during each iteration of the algorithm, is
the undirected graph that matches the network flow topology.
This implies that each pair of nodes that share a flow on some
edge can exchange information among themselves (in order for
each node to inform the other node of its imbalance, decide
whether to increase or decrease the shared flow, agree on the
change, etc.). The distributed algorithm proposed in [18], [19]
has significant limitations when one attempts to apply it under
different communication topologies, an issue that is discussed
in detail in a later section. In this paper, we significantly relax
this constraint on the communication topology and completely
decouple it from the flow network topology. The end result is
a distributed algorithm that allows an arbitrary communication
topology to be used, as long as the digraph that describes it is
strongly connected. A special instance of this generalization is
the case where the communication topology matches exactly
the flow topology, which is the distributed flow balancing
problem first addressed in the conference version of this
work in [1]. Apart from providing complete proofs, this paper
extends the results in [1] by allowing the communication graph
to be any arbitrary digraph. We also discuss tradeoffs involved,
and provide several examples.
In order to achieve distributed flow balancing over an
abritrary (strongly connected) communication topology, the
approach proposed in this paper makes each node responsible
for setting the flow values on its outgoing edges; however,
since a node might not be able to directly communicate with
an out-neighbor to which it sends flow, the node relies on
introducing additional variables to guide it as to whether to
increase or decrease the corresponding flow. The way these
additional variables are introduced at each node amounts to
performing network flow on a larger virtual graph, where
some (virtual) flows are unconstrained and other flows are

constrained. This larger virtual graph is balanced using an
algorithm that combines some of the features of the flow
balancing algorithm in [17] (which achieves flow balancing,
assuming no constraints on the flows and a communication
network topology that matches the possibly directed flow
network topology), and the algorithm in the aforementioned
[18], [19]. Note that neither of these two existing algorithms
is capable of converging to an admissible and balanced set
of flows under the specifications of the problem we consider
in this paper. Thus, apart from proposing a novel distributed
balancing algorithm, the main technical results of this paper
are (i) to establish convergence of the resulting algorithm, (ii)
to illustrate that the solution obtained in the virtual graph
can be mapped back to the original graph (and still satisfy
the original constraints), and (iii) to ensure that the algorithm
on the virtual graph can be executed by the original set of
nodes (in the original graph under the given communication
topology). We believe that such ideas, i.e., systematically
introducing carefully chosen variables and considering the
problem over a more general virtual graph, could eventually
find use in more general optimization problems in distributed
settings.
The problem we deal with in this paper can also be
viewed as the problem of weight balancing a given digraph. A
weighted digraph is a digraph in which each edge is associated
with a real or integer value, called the edge weight. A weighted
digraph is weight-balanced or balanced if, for each of its
nodes, the sum of the weights of the edges outgoing from the
node is equal to the sum of the weights of the edges incoming
to the node. Flow/weight-balanced digraphs find numerous
applications in distributed adaptive control or synchronization
in complex networks, such as network adaptation strategies
based on the use of continuous second order models [21], and
distributed adaptive strategies to tune the coupling weights
of a network based on local information of node dynamics
[22]. Weight balancing can be associated with the matrix
balancing problem in network optimization, with numerous
applications, such as predicting the distribution matrix of
telephone traffic [9]; or economics, statistics and demography
[23]. Weight balance is also closely related to weights that
form a doubly stochastic matrix [24], which find applications
in multicomponent systems (such as sensor networks), where
one is interested in distributively averaging measurements at
each component; see, for example, the discussions in [17],
and [25], [26], which describe how starting from a balanced
weight assignment, one can obtain, in a distributed manner, a
weight assignment that forms a doubly stochastic matrix.
Recently, quite a few works have appeared dealing with
the problem of designing distributed algorithms for balancing
a strongly connected digraph using nonnegative real- and
integer-valued weights [17], [18], [19], [25], [27], [24], [28].
Apart from [18], [19] which consider interval constraints on
the weights/flows, but require bidirectional communication
(as described earlier), all of these works develop distributed
algorithms that assume a communication network topology
that matches the flow network topology. Thus, the algorithm
proposed here can be viewed as a way for distributively
achieving weight-balancing when there are lower and upper
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limit constraints on the edge weights, and the communication
network topology is not necessarily bidirectional or does not
even match the flow network topology.
The remainder of this paper is organized as follows. Section II provides some background on graph theory, which is
used to describe the flow network and communication models;
this section also formulates the problem addressed in the paper.
Section III briefly describes an existing distributed algorithm
for balancing flow networks with no link constraints; this
algorithm operates over a (possibly directed) communication
topology that matches the flow network topology, and fails
when there are link constraints. Section IV describes an algorithm to solve the problem when the communication topology
includes a mixture of undirected and directed edges. Section V
describes the proposed distributed algorithm that operates
over an arbitrary strongly connected directed communication
topology. Section VI provides discussions on how to optimize
the communication topology for increasing convergence speed.
Concluding remarks are presented in Section VII.
II. P RELIMINARIES
In this section, we first provide a primer on graph-theoretic
notions used throughout the paper. We then present the flow
network and communication network models. Finally, we
formulate the problem of interest.
A. Graph-Theoretic Notions
A digraph (directed graph) of order n (n ≥ 2), is defined
as G = (V, E), where V = {v1 , v2 , . . . , vn } is the set of
nodes, and E ⊆ V × V − {(vj , vj ) | vj ∈ V} is the set of
edges. A directed edge from node vi to node vj is denoted
by (vj , vi ) ∈ E. A digraph is called strongly connected if
for each pair of vertices, vj , vi ∈ V, vj 6= vi , there exists a
directed path from vi to vj i.e., we can find a sequence of
vertices vi ≡ vl0 , vl1 , . . . , vlt ≡ vj such that (vlτ +1 , vlτ ) ∈ E
for τ = 0, 1, . . . , t − 1. All nodes from which node vj can be
reached via a directed edge are said to be in-neighbors of node
vj and belong to the set Nj− = {vi ∈ V | (vj , vi ) ∈ E}. The
cardinality of Nj− is called the in-degree of vj and is denoted
by Dj− = |Nj− |. The nodes that can be reached from node vj
via a directed edge comprise its out-neighbors and are denoted
by Nj+ = {vl ∈ V | (vl , vj ) ∈ E}. The cardinality of Nj+ is
called the out-degree of vj and is denoted by Dj+ = |Nj+ |.
B. Flow Network Model
A distributed system the components of which are connected via some (possibly directed links) through which a
certain commodity can flow, can conveniently be captured by a
digraph Gp = (V, Ep ), which we refer to as the flow digraph.
Given Gp , we can associate nonnegative flows (sometimes,
also viewed as weights), fji ∈ R on each edge (vj , vi ) ∈ Ep .
In this paper, the flow fji will be restricted to lie in a real
interval [lji , uji ], where 0 ≤ lji ≤ fji ≤ uji . We will
also use matrix notation to denote (respectively) the flow,
lower limit, and upper limit matrices, by the n × n matrices
F = [fji ], L = [lji ], and U = [uji ], where F (j, i) = fji ,

L(j, i) = lji , and U (j, i) = uji (and fji = lji = uji =
0 when (vj , vi ) ∈
/ Ep ). Following the notation introduced
previously, we will denote the in-neighbors of node vj by
Nj− = {vi ∈ V | (vj , vi ) ∈ Ep }, and the in-degree of vj by
Dj− ; similarly, we will denote the out-neighbors of node vj by
Nj+ = {vl ∈ V | (vl , vj ) ∈ Ep }, and the out-degree by Dj+ .
C. Communication Network Model
For the purposes of developing our distributed algorithm,
we will rely on a communication network that is captured,
in general, by a digraph Gc = (V, Ec ) that describes how
the nodes in the flow network can communicate among
themselves; we refer to this digraph as the communication
digraph. Thus, at any particular instance during the execution
of our algorithm, node vj can receive information from its
communication in-neighbors, denoted by
−
Nc,j
= {vi ∈ V | (vj , vi ) ∈ Ec } ,

and can send information to its communication out-neighbors,
denoted by
+
Nc,j
= {vl ∈ V | (vl , vj ) ∈ Ec } .

We will make no assumptions on the communication network, other than requiring that the digraph that describes it is
strongly connected. We will also consider some important special cases for communication topologies. One such special case
is when the communication network topology matches exactly
the flow network topology (i.e., Ec ≡ Ep ). Another important
special case is when Ec contains all the links in Ep , as well as
their reverse directions, i.e., Ec = {(vj , vi ), (vi , vj ) | (vj , vi ) ∈
Ep }. This implies that all nodes that are neighbors in the
flow digraph can communicate in a bidirectional manner. More
generally, however, the communication topology does not have
to be related to the flow network topology.
D. Problem Formulation
Given the flow network digraph Gp = (V, Ep ) of order
n along with a flow assignment F = [fji ], we define the
following quantities.
Definition 1: The total in-flow
P of node vj is denoted by
fj− , and is defined as fj− = vi ∈N − fji , whereas the total
j
+
out-flow
of
node
v
is
denoted
by
f
,
and is defined as fj+ =
j
j
P
vl ∈Nj+ flj .
Definition 2: The flow balance of node vj is denoted by bj
and is defined as bj = fj− − fj+ .
Definition 3: The total imbalance (or absolute imbalance)
Pn
of digraph Gp is denoted by ε and is defined as ε = j=1 |bj |.
Definition 4: A digraph Gp = (V, Ep ) of order n, along
with a flow assignment F = [fji ], is called flow-balanced or
weight-balanced
Pnif its total imbalance (or absolute imbalance)
is 0, i.e., ε = j=1 |bj | = 0.
The distributed algorithm we will develop will be iterative,
and we will use k to denote the iteration. For instance, we
will use fji [k] to denote the estimate at iteration k of the flow
value on the link (vj , vi ) ∈ Ep ; fj+ [k] to denote the estimate
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at iteration k of the value of the total out-flow of node vj ; and
so forth.
Flow Assignment Problem: We are given a flow digraph
Gp = (V, Ep ), and a communication digraph Gc = (V, Ec ), as
well as lower and upper bounds lji and uji (0 ≤ lji ≤ uji )
on each edge (vj , vi ) ∈ Ep . We want to develop a distributed
iterative algorithm that respects the communication restrictions
imposed by the communication digraph Gc , and allows the
nodes to iteratively adjust the flows on their outgoing edges, so
that they asymptotically obtain a set of flows {fji | (vj , vi ) ∈
Ep } that satisfy the following:
1) lji ≤ fji ≤ uji for each edge (vj , vi ) ∈ Ep ;
2) fj+ = fj− for every vj ∈ V.

Ignoring the communication/distributivity constraints, the
following theorem describes the necessary and sufficient conditions for a set of admissible and balanced flows (i.e., within
the given constraints and balanced) to exist [2].
Theorem 1: (Circulation Theorem [2]) Consider a strongly
connected digraph Gp = (V, Ep ), with lower and upper bounds
lji and uji (0 ≤ lji ≤ uji ) on each edge (vj , vi ) ∈ Ep . The
necessary and sufficient condition for the existence of a set of
flows {fji | (vj , vi ) ∈ Ep } that satisfy
1. Interval constraints: 0 ≤ lji ≤ fji ≤ uji , ∀(vj , vi ) ∈ Ep ,
2. Balance constraints: fj+ = fj− , ∀vj ∈ V,
is the following: for each nonempty set of nodes S, S ⊂ V,
we have
X
X
lji ≤
ulj ,
(1)
−
(vj ,vi )∈ES

+
(vl ,vj )∈ES

where
ES−

ES+

=
=

{(vj , vi ) ∈ Ep | vj ∈ S, vi ∈ V − S} ,
{(vl , vj ) ∈ Ep | vj ∈ S, vl ∈ V − S} .

(2)
(3)

Assuming the above circulation conditions1 hold, a variety
of centralized algorithms for obtaining such flows exist (see,
e.g., [2], [3], [30]). As mentioned in the introduction, one
possibility is the feasible distribution algorithm (see [3]) which
involves partitioning the set of nodes at each iteration in two
sets, one containing nodes that have a positive balance, and
one containing nodes with negative balance. The algorithm
attempts to find a path between the set of positively-balanced
nodes and the set of negatively-balanced nodes so that there is
leeway to increase and/or decrease the flow on each link along
the path. If such a path exists, then the flow on each link is
increased or decreased by a fixed amount that can be computed
from the actual flows, the link lower and upper capacity limits,
and the imbalance due to the first and last nodes in the path.
This operation reduces the imbalance due to the first and last
nodes, while keeping the balance unchanged for all other nodes
along the path, clearly reducing the total imbalance from one
iteration to the next. If a solution exists, this algorithm will
balance all nodes in a finite number of iterations. Notice that
1 Note that if all lower bounds are strictly positive (effectively requiring
the assignment of positive flows on all edges), the circulation conditions
require the flow digraph to be strongly connected or be a pure collection of
strongly connected subgraphs with no edges between these strongly connected
components (this is also in agreement with the results in [29]).

this algorithm is inherently centralized, and if a distributed implementation were to be devised, it would have to coordinate,
in a distributed manner, the discovery of a path between the
positively- and negatively-balanced sets and the adjustment of
the flows on each link along the path.

III. A N E XISTING D ISTRIBUTED F LOW A SSIGNMENT
A LGORITHM AND ITS L IMITATIONS
The distributed algorithm developed in [19] is iterative and
operates by having, at each iteration, nodes with positive
balance attempt to change the flows on both their incoming
and outgoing edges, so as to get closer to being balanced. In
the process, since the flow on each edge affects the balance of
two nodes (both of which may be simultaneously attempting to
adjust the edge flow), the nodes need to coordinate with the
corresponding neighbor (whether an in-neighbor or an outneighbor) in order to reach an agreement on the flow for that
particular edge (this is possible in the setting of [19] because
nodes that are neighbors in the flow digraph are assumed to be
connected with a bidirectional communication link). Naturally,
the nodes also need to assign flows that respect the lower
and upper limits on each edge. The algorithm in [19] can be
summarized as follows.
Initialization. At initialization, each node is aware of the
feasible flow interval on each of its incoming and outgoing
edges, i.e., node vj is aware of lji , uji for each vi ∈ Nj−
and llj , ulj for each vl ∈ Nj+ . Furthermore, the flows are
initialized at the middle of the feasible interval, i.e., fji [0] =
(lji + uji )/2. [This initialization is not critical and could be
any value in the feasible flow interval [lji , uji ], as long as both
nodes vj and vi agree on the same value.]
Iteration. At each iteration k ≥ 0, node vj is aware of
the flows on its incoming edges {fji [k] | vi ∈ Nj− } and
outgoing edges {flj [k] | vl ∈ Nj+ }, and updates them using
the following three steps:
[Step 1.] If node vj has balance bj [k] that is negative or zero
(bj [k] ≤ 0), then node vj does not attempt to make any flow
changes; however, if bj [k] > 0, node vj attempts to change
the flows at its incoming edges {fji [k + 1] | vi ∈ Nj− },
and outgoing edges {flj [k + 1] | vl ∈ Nj+ } in a way that
drives its balance bj [k +1] to zero (at least if no other changes
are inflicted on the flows). Since node vj is associated with
Dj = Dj− + Dj+ edges, it attempts to change each incoming
bj [k]
bj [k]
and each outgoing flow by + D
. Thus, from
flow by − D
j
j
the perspective of node vj , the desirable flows at the next
iteration are given by
(j)

fji [k + 1] = fji [k] −
(j)

flj [k + 1] = flj [k] +

b̃j [k]
,
Dj
b̃j [k]
,
Dj

vi ∈ Nj− ,

(4)

vl ∈ Nj+ ,

(5)

where b̃j [k] = bj [k] if bj [k] > 0, and zero otherwise.
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[Step 2.] The interim value of the flow on each edge (vj , vi ) ∈
E is taken to be

1  (j)
(i)
f˜ji [k + 1] =
fji [k] + fji [k]
2
!
1 b̃i [k] b̃j [k]
.
(6)
= fji [k] +
−
2
Di
Dj
[Step 3.] If the value in (6) is in the interval [lji , uji ], then
fji [k+1] = f˜ji [k+1]; otherwise, if it is below lji (respectively,
above uji ), it is set to the lower bound lji (respectively, to the
upper bound uji ):

 f˜ji [k + 1], if lji ≤ f˜ji [k + 1] ≤ uji ,
fji [k + 1] =
u ,
if f˜ji [k + 1] > uji ,
 ji
lji ,
if f˜ji [k + 1] < lji .
(7)
Once the values {fji [k + 1] | (vj , vi ) ∈ E} are obtained, the
iteration is repeated.
For simplicity, the algorithm described above can be implemented by having each node vj transmit its b̃j [k]/Dj value
at iteration k to all of its in- and out-neighbors (note that the
communication graph in [19] is assumed to be given by the
undirected graph Gu that corresponds to the directed graph
Gp ). Then, nodes vj and vi can use (6) and (7) directly to
calculate the flow fji [k + 1] for each (vj , vi ) ∈ E.
One of the keys in the successful operation of the algorithm
in (4)–(7) is bidirectional communication between pairs of
nodes that share a link in the flow digraph. To see this,
consider a variation of the algorithm in a setting where the
communication digraph is identical to the flow digraph, and
where, at each iteration, nodes with positive flow balance
attempt to change the flows on their outgoing edges only
(since nodes have no way of sending information to their
in-neighbors, they do not attempt to change the flows on
their incoming edges). Specifically, (4) in Step 1 of the
above algorithm is not needed and Dj in (5) can be taken
to be Dj+ ; perhaps more importantly, in Step 2, we can set
f˜ji [k + 1] = fji [k] + 1 b̃i [k]
+ , and go to Step 3. In fact,
2 D
i

with these changes the algorithm resembles the distributed
algorithm proposed in [17], which is able to achieve balance in
a flow network using a communication network topology that
matches that of the flow network, but without flow constraints
on the edges. However, this obvious variation of the algorithm
in [19] fails to obtain a solution in all cases. For example, if
we consider the digraph Gp = (V, Ep ) shown in Fig. 1 (with
lower and upper bounds on the edge flows as shown in the
figure), it is easy to (i) verify that the digraph satisfies the
circulation conditions in Theorem 1, and (ii) the variation of
the algorithm fails to reach a solution (under almost all initial
flow values).
An obvious limitation of the aforementioned variation of the
algorithm in (4)–(7) is that flows on outgoing edges can only
be increased (because only nodes with positive balance make
changes, and these changes are reflected as positive changes
on the flows of their outgoing edges). However, even if we
initialize the flows on each edge at the lower bounds (i.e., set
flj [0] = llj , ∀vl ∈ Nj+ ) and/or we allow all nodes (with either

[1, 1]

v3

[1, 5]
v1

[5, 10]

v2

[2, 6]
[1, ∞]
v4

Fig. 1. Digraph in which the variant of the algorithm proposed in [19] for
solving the constrained flow assignment problem in a distributed fashion is
ineffective.

positive or negative balance) to make changes, the variation
of the algorithm fails.
To overcome the above limitations, we will need to develop
a more elaborate scheme where each node vj will maintain
several additional variables. Based on these variables (as well
−
as the balances bi [k], for vi ∈ Nc,j
), node vj will be able
to make updates on the flows (and the additional variables),
and eventually obtain a set of flows on its outgoing edges
that solves the constrained flow balancing problem over any
communication topology, including the communication topology that matches the physical topology. Before we do that, we
describe in the next section a setting where the communication
graph Gc = (V, Ec ) contains all edges in Ep , as well as some
additional edges in the reverse direction. This will be useful for
the development (and proof of convergence) of the algorithm
we develop for the case when Gc is an arbitrary (strongly
connected) digraph.
IV. M IXTURE OF B IDIRECTIONAL AND U NIDIRECTIONAL
E DGES IN THE C OMMUNICATION D IGRAPH
We start our discussion with a rather stylized setting, where
we are interested in developing a distributed algorithm for
solving the constrained flow assignment problem in Section II-D under a communication digraph Gc = (V, Ec ) that
has both bidirectional and unidirectional edges. In particular,
we make the following assumptions about the communication
digraph:
A1. Edges in the flow digraph necessarily appear as edges in
the communication digraph, i.e., Ep ⊆ Ec .
A2. If edge (vj , vi ) ∈ Ec , then either (vj , vi ) ∈ Ep or
(vi , vj ) ∈ Ep (or both).
A3. Any edge (vj , vi ) in the flow digraph, the flow of which
is restricted (i.e., 0 < lji and/or uji < ∞), necessarily
appears in both directions in the communication digraph.
The first two assumptions imply that the edges of the
communication graph Gc = (V, Ec ) satisfy Ep ⊆ Ec ⊆
∪(vj ,vi )∈Ep {(vj , vi ), (vi , vj )}. Moreover, the third assumption
implies that, if edge (vj , vi ) ∈ Ec but (vi , vj ) ∈
/ Ec , then edge
(vj , vi ) ∈ Ep necessarily has lji = 0 and uji = ∞. Also,
−
note that under Assumptions A1–A3, we have Nj− ⊆ Nc,j
+
+
and Nj ⊆ Nc,j for every node vj ∈ V.
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Given a communication topology that satisfies the above
assumptions, one natural thing to do is to try to combine the
features of the algorithm in [17] (for edges with unrestricted
flows under unidirectional communication), and the algorithm
in [19] (for edges with restricted flows under bidirectional
communication). Although there are many ways in which one
can combine the features of the two algorithms, we describe
below an algorithm that closely resembles the latter algorithm
(which was described in detail in Section III).
We assume that each node vj is in charge of maintaining the
flows on each of its outgoing edges {flj [k] | vl ∈ Nj+ } (and
also of informing the corresponding out-neighbors about any
changes on these flows). In addition, node vj is responsible
for informing each of its in-neighbors with whom it can
communicate (if any) about its balance, so that these inneighbors can properly update the flows on the (outgoing)
edge that connects from them to node vj . More specifically,
at each iteration k ≥ 0, node vj calculates its balance bj [k]
based on the flows on its outgoing edges (for which it has
direct knowledge) as well as the flows on its incoming edges
{fji [k] | vi ∈ Nj− } (that it receives from each in-neighbor vi ,
vj ∈ Nj− ). If balance bj [k] is positive, node vj attempts to
balance itself by updating the flows on all of its outgoing
edges as well as some of its incoming edges (specifically,
edges (vj , vi ) ∈ Ep such that (vi , vj ) ∈ Ec — or equivalently
+
vi ∈ Nc,j
). In the end, the manner in which node vj updates
its outgoing flow flj [k + 1], vl ∈ Nj+ , depends on whether
communication with out-neighbor vl is bidirectional or not,
and on the total number of flows (outgoing and perhaps
some incoming) whose updates can be influenced by node
vj (defined as Dj in the sequel).
We can partition the edges in Ep in two sets: the set of edges
with bidirectional communication, denoted by
Epb = {(vj , vi ) ∈ Ep | (vj , vi ), (vi , vj ) ∈ Ec } ,
and the set of edges with unidirectional communication, denoted by
Epu = {(vj , vi ) ∈ Ep | (vj , vi ) ∈ Ec , (vi , vj ) ∈
/ Ec } .
The way node vj updates the flows on its outgoing edges
depends on whether the edge belongs in the set Epb or the set
Epu :
• Bidirectional Communication: For edge (vl , vj ) ∈ Epb ,
node vj updates flj as

 f˜lj [k + 1], if llj ≤ f˜lj [k + 1] ≤ ulj ,
flj [k + 1] =
u ,
if f˜lj [k + 1] > ulj ,
 lj
llj ,
if f˜lj [k + 1] < llj .
where
1
f˜lj [k + 1] = flj [k] +
2

b̃j [k] b̃l [k]
−
Dj
Dl

!
,

with b̃j [k] = max(bj [k], 0) and b̃i [k] = max(bi [k], 0).
Here, Dj is the total number of edges whose flows can be
−
influenced by node vj , i.e., Dj = Dj+ + Dpc,j
, where Dj+
−
is the number of outgoing edges and Dpc,j is the number
of incoming edges that have bidirectional communication,

•

−
+
i.e., Dpc,j
= |Nj− ∩ Nc,j
|. [Obviously, if there are no
constraints on the flow of edge (vl , vj ), then we can take
llj = 0 and ulj = ∞ (i.e., flj [k + 1] = f˜lj [k + 1]).]
Unidirectional Communication: For edge (vl , vj ) ∈
Epu , node vj updates flj as

flj [k + 1] = flj [k] +

1 b̃j [k]
,
2 Dj+

with b̃j [k] = max(bj [k], 0).
Algorithm 1 summarizes the pseudocode for the algorithm
described above for dealing with both bidirectional and unidirectional edges in the communication graph. The algorithm
assumes that at initialization each node is aware of the feasible
flow interval on each of its incoming and outgoing edges, i.e.,
node vj is aware of lji , uji for each vi ∈ Nj− and llj , ulj for
each vl ∈ Nj+ (where the sets of in-neighbors Nj− and outneighbors Nj+ , as well as Dj− and Dj+ of each node vj are
defined with respect to the flow digraph Gp , as described in
earlier sections). Furthermore, the flows are initialized at the
lower limit of the feasible interval, i.e., fji [0] = lji for each
(vj , vi ) ∈ Ep . [This initialization is not critical and could be
any value in the feasible flow interval [lji , uji ], as long as both
node vj and node vi agree on the same value.] Subsequently,
the nodes enter the iterative stage of the algorithm.
The following theorem provides a simple condition under
which Algorithm 1 is able to converge to a set of admissible
and balanced flows.
Theorem 2: Consider the setting described above where
the flow network topology is described by the digraph Gp =
(V, Ep ) with interval constraints on (some of) the edges such
that the circulation conditions in Theorem 1 hold. Suppose
that Algorithm 1 is executed under a communication digraph
Gc = (V, Ec ) that satisifes Assumptions A1–A3. If the digraph
Gpu = (V, Epu ) (which consists of the edges in Ep that do
not have bidirectional communication capability) is strongly
connected (or is a pure collection of strongly connected
components, with no edges between these strongly connected
components), then it holds that
ε[k + n] ≤ (1 − c)ε[k] , ∀k ≥ 0 ,
where n = |V| is the number of nodes, and ε[k] ≥ 0 is
the absolute imbalance of the network at iteration k (refer
to Definition 3), with

n
1
1
c=
,
2n 2Dmax
where Dmax = maxvj ∈V Dj . [Note that Dmax necessarily
satisfies 1 ≤ Dmax ≤ 2(n − 1).]
Before proving the above theorem, we provide some useful
propositions. The proofs of these propositions are omitted as
they follow closely those for the algorithm in [19].
Proposition 1: Consider the setting described at the beginning of this section. At each iteration k during the execution
of Algorithm 1, the following hold.
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Algorithm 1: Distributed balancing with unidirectional
and bidirectional edges in the communication digraph
Input: A strongly connected digraph Gp = (V, Ep )
with n = |V| nodes and m = |Ep | edges (and no
self-loops).
Each node vj is aware of lower and upper bounds on
the flows (lji , uji , ∀vi ∈ Nj− and llj , ulj , ∀vl ∈ Nj+ ).
A communication graph Gc = (V, Ec ) (that satisfies
Assumptions A1–A3) with
Ep ⊆ Ec ⊆ ∪(vj ,vi )∈Ep {(vj , vi ), (vi , vj )}.
Initialization: Each node vj ∈ V sets:
1) fji [0] = lji , ∀vi ∈ Nj−
2) flj [0] = llj , ∀vl ∈ Nj+
−
3) Dj = Dj+ + Dpc,j
Iteration: For k = 0, 1, 2, . . ., each node vj ∈ V does
the following:
Step 1: ItP
calculates
P
bj [k] = vi ∈N − fji [k] − vl ∈N + flj [k] and sets
j

j

b̃j [k] = max(bj [k], 0)
b̃j [k]
+
to all vl ∈ Nc,j
Step 2: It transmits D
j

−
i [k]
Step 3: It receives b̃D
from all vi ∈ Nc,j
i
Step 4: It calculates
f˜ji
[k + 1] = 

 f [k] + 1 b̃i [k] − b̃j [k] , ∀v ∈ N − ∩ N +
ji
i
j
c,j
2
Di
Dj
 f [k] + 1 b̃i [k] , ∀v ∈ (N − \ N + )
i
ji
j
c,j
2 Di
˜
flj
[k + 1] = 

 flj [k] + 1 b̃j [k] − b̃l [k] , ∀vl ∈ N + ∩ N −

 flj [k] +

2
Dj
1 b̃j [k]
2 Dj ,

j

Dl

∀vl ∈

(Nj+

and sets


 f˜ji [k + 1],
fji [k +1] =
u ,
 ji
l
 ji ,
 f˜lj [k + 1],
flj [k + 1] =
u ,
 lj
llj ,

\

c,j

−
Nc,j
)

if lji ≤ f˜ji [k + 1] ≤ uji
if f˜ji [k + 1] > uji
if f˜ji [k + 1] < lji
if llj ≤ f˜lj [k + 1] ≤ ulj
if f˜lj [k + 1] > ulj
if f˜lj [k + 1] < llj

1) For any nonempty subset of nodes S, S ⊂ V, let ES−
and ES+ be defined by (2) and (3) respectively. Then,
X
X
X
bj [k] =
fji [k] −
flj [k] ;
vj ∈S

−
(vj ,vi )∈ES

+
(vl ,vj )∈ES

Pn
2)
= 0;
j=1 bj [k] P
3) ε[k] = 2 vj ∈V + [k] bj [k] where V + [k] = {vj ∈
V | bj [k] > 0}.

Proposition 2: Consider the setting described in the beginning of this section. Let V + [k] ⊂ V be the set of nodes
with positive flow balance at iteration k, i.e., V + [k] = {vj ∈
V | bj [k] > 0}. During the execution of Algorithm 1, we have
the following:
1) bj [k + 1] ≥ 21 bj [k] > 0, for all vj ∈ V + [k];
2) V + [k] ⊆ V + [k + 1].

Proposition 3: Consider the setting described at the beginning of this section. During the execution of Algorithm 1, it
holds that 0 ≤ ε[k + 1] ≤ ε[k].
We can now proceed with the proof of Theorem 2. Proof
of Theorem 2: Consider the execution of Algorithm 1 and let
ε[k] be the absolute imbalance of the network at iteration k.
Let vjmax ∈ V + [k] be the node with the maximum (positive)
flow balance at iteration k. It follows from the third statement
ε[k]
of Proposition 1 that bjmax [k] ≥ 2|Vε[k]
+ [k]| ≥ 2n ; therefore,
for all t = 0, 1, 2, ..., we have (from the first statement of
Proposition 2) that
 t

t
1 ε[k]
1
ε[k]
bjmax [k + t] ≥
≥
.
2
2n
2Dmax
2n
Note that there also exists a node vjmin with the minimum
(negative) flow balance at iteration k, the flow balance of
ε[k]
ε[k]
which satisfies bjmin [k] ≤ − 2|V−V
+ [k]| ≤ − 2n .
We recursively define the sets of nodes Vk , Vk+1 , Vk+2 , ...,
Vk+n−1 , all of which are subsets of V:
1. Vk = {vjmax }
2. For t = 1, 2, ..., n − 2, we let
+
−
Vk+t = Vk+t−1 ∪ Vk+t−1
∪ Vk+t−1

where
+
Vk+t−1
−
Vk+t−1

= {vl ∈ V | ∃vj ∈ Vk+t−1 s.t. (vl , vj ) ∈ Ep
and f˜lj [k + t] ≤ ulj } ,
= {vi ∈ V | ∃vj ∈ Vk+t−1 s.t. (vj , vi ) ∈ Epb
and f˜ji [k + t] ≥ lji } .

The main difference from the definition of Vk+t in the proof
of Theorem 2 in [19] is that here the set Vk+t can expand
forward along any edge in Ep but can expand backwards only
along edges in Epb (bidirectional edges).
For t = 0, 1, 2, ..., n − 1, consider the inequality
t

ε[k]
1
− g[t] > 0 ,
(8)
2Dmax
2n
where g[t] ≡ ε[k] − ε[k + t] ≥ 0 is the gain in the absolute
imbalance after t iterations. Note that if the above inequality
is violated at some t0 ∈ {1, 2, ..., n − 1} (without loss
of generality, let t0 be the smallest such integer when the
inequality is violated for the first time), then we have
 t0

1
ε[k]
g[t0 ] ≥
,
2Dmax
2n
which implies that
t0
1
ε[k]
2Dmax
2n

t0 !
1
1
1−
ε[k] ,
2n 2Dmax


ε[k + t0 ] ≤ ε[k] −
≤

(9)
(10)

which immediately leads to the proof of the theorem (since,
by Proposition 3, ε[k + n] ≤ ε[k + t0 ] for n ≥ t0 ).
We will argue, by contradiction, that the inequality in (8)
is violated for the first time at some t0 ∈ {0, 1, 2, ..., n −
1}, which will establish the proof of the theorem. Suppose
that the inequality (8) holds for all t ∈ {0, 1, 2, ..., n − 1}.
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Then, we argue below that each node vj in the set Vk+t , t ∈
{0, 1, 2, ..., n − 1}, has flow balance that satisfies

t
1
ε[k]
bj [k + t] ≥
− g[t] > 0.
(11)
2Dmax
2n

Since,
all nodes inP
Vk+t have strictly positive balance, we have
P
− lji −
+ ulj > 0 , which contradicts the
(vj ,vi )∈ES
(vl ,vj )∈ES
circulation conditions in Theorem 1.
The remaining arguments in the proof resemble the proof
of Theorem 2 in [19] (see also [18]) and are omitted.


Assuming (for now) that (11) holds, we have
X
bj [k + t] > 0 , ∀t ∈ {0, 1, ..., n − 1} .

V. A RBITRARY C OMMUNICATION T OPOLOGY
In this section, we are interested in developing a distributed
iterative algorithm for solving the constrained flow balancing
problem in Section II-D under an arbitrary communication
topology. As before, we will have each node vj ∈ V be in
charge of assigning the flows {flj | vl ∈ Nj+ } on its outgoing
edges. However, node vj may have to update flow flj without
obtaining any information from out-neighbor vl (at least not
directly). In fact, as we will see, node vj will not necessarily
have access to the actual flows on its incoming edges (in the
flow digraph), but only indirect information via knowledge on
flows of virtual incoming edges in an extended digraph.
Let us assume that each node vj has a unique identification
(id). Furthermore, suppose (for convenience2 ) that each node
is aware of the number of nodes n in the graph, and, of
course, the id’s of its in-neighbors and out-neighbors, in the
flow digraph and in the communication digraph. However,
each node cannot necessarily send information to its inneighbors in the flow network (it can only send information to
its out-neighbors in the communication digraph), and cannot
necessarily receive information from its out-neighbors in the
flow digraph (it can only receive information from its inneighbors in the communication digraph).
In the algorithm we propose, each node vj maintains
additional variables in order to be able to determine how to increase/decrease the flow on each outgoing edge (vl , vj ) ∈ Ep .
The main idea is best explained in terms of an extended
digraph Ge = (Ve , Ee ) that will be shown to conform to the
constraints of the previous section (Assumptions A1–A3), as
long as both the flow digraph and the communication digraph
are strongly connected. More specifically, the extended digraph
Ge = (Ve , Ee ) is constructed from Gp and Gc as described next.
[In order to illustrate the ideas, we refer throughout to Fig. 2
for the extended digraph Ge that is generated assuming (i)
the flow digraph Gp matches the one in Fig. 1, and (ii) the
communication digraph Gc = (V, Ec ) is a directed ring, i.e.,
Ec = {(v2 , v1 ), (v3 , v2 ), (v4 , v3 ), (v1 , v4 )}.]
• The set of nodes Ve is given by Ve = V × V, where node
(vj , vi ) in Ve is denoted by vj,i for notational simplicity
(and also to avoid confusing node (vj , vi ) in the extended
digraph with edge (vj , vi ) in the flow or communication
digraphs). From an algorithmic implementation point of
view, nodes {vj,1 , vj,2 , ..., vj,n } are implemented by node
vj . [In Fig. 2, the flow updates related to the set of nodes
surrounded by the dotted rectangle are executed by node
v1 .]
• The set of edges Ee contains two types of edges and it
is partitioned into two sets, Ee1 and Ee2 (so that Ee =
Ee1 ∪ Ee2 and Ee1 ∩ Ee2 = ∅), as follows:

(12)

vj ∈Vk+t

Since, by construction, we have
Vk ⊆ Vk+1 ⊆ Vk+2 ⊆ ... ⊆ Vk+n−1 ⊆ V ,
and |V| = n, we need to have Vk+t = Vk+t−1 for some
t ∈ {1, 2, ..., n − 1}. Then, we have two possibilities, both of
which lead to a contradiction:
(1) Vk+t = V, which
immediately leads to a contradiction
P
in (12) (because vj ∈V bj [k] = 0 for all k, as stated in the
second statement or Proposition 1).
(2) If Vk+t ⊂ V, let S = Vk+t = Vk+t−1 , and define ES−
and ES+ as in (2) and (3) respectively (on the flow digraph
Gp = (V, Ep )). Then, from the recursive definition of Vk+t ,
we argue below that
fji [k + t]
flj [k + t]

= lji , ∀(vj , vi ) ∈ ES− ,

=

ulj , ∀(vl , vj ) ∈

ES+

.

(13)
(14)

The one issue that requires a bit of attention is whether ES−
could include edges that are unconstrained: in principle, an
edge (vj , vi ) ∈ Epu could potentially satisfy vj ∈ Vk+t
and vi ∈
/ Vk+t ; this would be a problem because lji = 0
but fji [k + t] may not necessarily be zero, because node vi
cannot receive information from node vj to decrease that flow.
However, in such case, edge (vj , vi ) will necessarily appear
in a directed cycle of unconstrained edges: since digraph
Gpu = (V, Epu ) is strongly connected (or is a pure collection of
strongly connected components, with no edges between these
strongly connected components), there exists a sequence of
unconstrained edges that form a cycle in Gp ; let this cycle
comprise by the edges
(vi , viκ ), (viκ , viκ−1 ), ..., (vi1 , vj )(vj , vi ) .
Thus, even though vi cannot directly receive a positive balance
from node vj (because (vi , vj ) ∈
/ Ec ), it will indirectly receive
a positive balance from node vj , via node vi1 , then vi2 , ...,
and finally viκ . All of these nodes necessarily have to be in
Vk+t which means that unconstrained edges cannot possibly
be in the set ES− (obviously, unconstrained edges cannot be in
the set ES+ ).
Note that both ES+ and ES− are nonempty sets (otherwise, the
given graph Gp = (V, Ep ) would not be strongly connected).
The inequalities in (13)–(14) lead immediately to a contradiction because, from the first statement of Proposition 1, we
have
P
b [k + t] =
vj ∈S
P j
P
= (vj ,vi )∈E − fji [k + t] − (vl ,vj )∈E + flj [k + t]
S
S
P
P
= (vj ,vi )∈E − lji − (vl ,vj )∈E + ulj .
S

S

2 It will become clear later that this assumption can easily be relaxed as
nodes can simply track the (unique) id’s of the nodes they receive information
from.
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1) Type 1: Edge (vl,j , vi,j ) ∈ Ee1 if (vl , vi ) ∈ Ec ;
such edges will receive flows that are unconstrained.
[They are drawn horizontally in Fig. 2.]
2) Type 2: Edge (vj,l , vj,j ) ∈ Ee2 if (vl , vj ) ∈ Ep ;
such edges will receive flows that are constrained
to be in the interval [l(j,l),(j,j) , u(j,l),(j,j) ] set as
[l(j,l),(j,j) , u(j,l),(j,j) ] ≡ [llj , ulj ], according to the
limits in the flow network Gp . [Type 2 edges are
drawn vertically in Fig. 2.]

v1,1

v2,1

v3,1

v4,1

v2,2

v3,2

v4,2

[5 10]

v1,2

[1 5]

v1,3

v2,3

[1 1]

v3,3

[1 ∞]

[2 6]

v1,4

v2,4

v4,3

v3,4

v4,4

Fig. 2. Extended digraph that corresponds to the flow digraph in Fig. 1
under a communication digraph that is directed ring, i.e., Gc = (V, Ec ) with
Ec = {(v2 , v1 ), (v3 , v2 ), (v4 , v3 ), (v1 , v4 )}.

It is not hard to verify that digraph Ge will be strongly
connected if both the flow digraph Gp and the communication
digraph Gc are strongly connected. For example, in the graph
of Fig. 2, we see that if we pick any two nodes on the same
horizontal level, we can find a directed path that connects
them (because the induced subgraph of Ge that consists of
the nodes {v1,j , v2,j , ..., vn,j } and (unconstrained) edges is
homomorphic to the communication digraph Gc and thus
strongly connected). Moreover, if we pick any two nodes on
two different horizontal levels, we can find a directed path
that connects these two levels (and, thus, these two nodes).
This path will have to enter and exit each level at most once,
but might have to traverse multiple nodes at each level. The
reason is that, if we collapse all nodes on each horizontal level
of the extended graph (all the nodes on each horizontal level
are connected via directed paths), we recover a graph that
is homomorphic to the flow digraph Gp (and thus strongly
connected).
Consider now executing Algorithm 1 on the flow digraph
that matches Ge over an (extended) communication digraph
in which edges with constraints have bidirectional commu-

nication capability and edges without constraints have unidirectional communication capability. Each unconstrained edge
(vl,j , vi,j ) ∈ Ee1 necessarily appears in a strongly connected
component of the digraph of Type 1 (unconstrained) edges
given by Ge1 = (V, Ee1 ): specifically, the induced subgraph
of Ge1 that consists of the nodes {v1,j , v2,j , ..., vn,j } and
(unconstrained) edges is homomorphic to the communication
digraph Gc and thus strongly connected. When we execute
Algorithm 1 on the extended digraph under the communication digraph described above, the constraints of the previous
section (Assumptions A1–A3) are satisfied and we know from
Theorem 2 that we will reach a set of flows that are within
the interval constraints and balanced, as long as Ge satisfies
the circulation conditions in Theorem 1. The following lemma
formally states that this is the case.
Lemma 1: Consider a flow digraph Gp = (V, Ep ) with
interval constraints on the flow of each edge ([lji , uji ] with 0 ≤
lji ≤ uji for each edge (vj , vi ) ∈ Ep ) and a communication
digraph Gc , both of which are strongly connected. Construct
the extended digraph Ge based on Gp and Gc as described
in the beginning of this section. The circulation conditions are
satisfied on Gp if and only if they are satisfied on Ge . Moreover,
(e)
any set of flows {fj1 j2 ,i1 i2 | (vj1 ,j2 , vi1 ,i2 ) ∈ Ee } that satisfies
the interval and balance constraints on Ge can be used to find
(p)
a set of flows {fji | (vj , vi ) ∈ Ep } that satisfies the interval
and balance constraints on Gp .
(j)
Proof 1: Let Ve = {v1,j , v2,j , ..., vn,j } ⊂ Ve for j =
1, 2, ..., n (in Fig. 2 this would correspond to the nodes on the
jth horizontal line). Take any nonempty set, Se ⊂ Ve , let ES−e
and ES+e be as defined in (2)–(3) (for the extended graph Ge ).
Let us consider the circulation conditions on digraph Ge . If
(j)
(j)
(j)
we can find j such that Ve ∩ Se 6= ∅ and Ve ∩ Se 6= Ve ,
then the circulation conditions in Theorem 1 are automatically
satisfied: the reason is that the induced subgraph of Ge that
(j)
has Ve as its set of vertices is homomorphic to Gc (and
thus strongly connected); thus, the set ES+e has at least one
unconstrained edge (whose upper limit is infinity).
The above discussion indicates that the only interesting
cases are subsets Se that can be written as the union of some of
(j)
the Ve ’s (since we are interested in nonempty Se , we know
(j)
that Se includes at least one of the Ve ’s). Let us take
Se = Ve(j1 ) ∪ Ve(j2 ) ∪ ... ∪ Ve(jk ) .
Let us also consider the subset of nodes in the flow digraph
Gp given by S = {vj1 , vj2 , ..., vjk }, S ⊆ V. Then, we can
establish an one-to-one correspondence between edges and
interval constraints in the set ES− (in the flow digraph) and
the set ES−e (in the extended digraph), as well as an one-toone correspondence between edges and interval constraints in
the set ES+ and the set ES+e . Thus, the circulation conditions
will be satisfied in the extended graph Ge for subset Se if and
only if they are satisfied in the flow digraph Gp for subset S.
Note that for each subset Se of the above type, we can find a
corresponding subset S, and vice-versa.
The above discussion implies that the circulation conditions will be satisfied in Gp if and only if they are satisfied in Ge . Suppose now that there is a set of flows
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(e)
{fj1 j2 ,i1 i2

14

(vl ,vj )∈Ep

In other words, with the chosen flows, each node vj in the
flow digraph Gp is balanced.

The above lemma implies that if we execute Algorithm 1 to
obtain a set of flows that balance the extended graph Ge , we
will also have a set of flows that balance the flow digraph Gp .
Consider now a version of the Algorithm 1 that is executed on
the extended graph Ge by the original nodes V as follows: each
node vj ∈ V is in charge of performing the updates associated
with nodes {vj,1 , vj,2 , ..., vj,n } in the extended graph (note that
(j)
this is not the same as the set of notes Ve defined in the proof
of Lemma 1). Thus, node vj will perform all calculations and
flow adjustments on outgoing edges that nodes vj,1 , vj,2 , ...,
vj,n would perform according to Algorithm 1. It should be
clear that such an algorithm executed over the communication
digraph Gc conforms to the constraints of the previous section
(Assumptions A1–A3) in the sense that edges of Type 2 (which
require bidirectional communication) are actually internal to
node vj . Furthermore, edges of Type 1 are unconstrained and
their flows can be adjusted by having node vj properly inform
the corresponding out-neighbors. For instance, in the example
in Fig. 2, node v2 will emulate the operation of v2,1 , v2,2 ,
v2,3 , and v2,4 . Node v2 can update the flows on the edges
(v2,3 , v2,2 ) and (v2,4 , v2,2 ) (which are restricted to lie in an
interval) because the balances of all nodes involved are known
to node v2 since these nodes are emulated by node v2 ). Node
v2 is also in charge of assigning flows to unrestricted edges
(v3,1 , v2,1 ), (v3,2 , v2,2 ), (v3,3 , v2,3 ), (v3,4 , v2,4 ) (which it can
do by properly sending information node v3 , without requiring
information from any other nodes).
Example 1: Let us revisit the digraph Gp = (V, Ep ) shown
in Fig. 1. Recall that the circulation conditions in Theorem 1
are satisfied and when we execute the algorithm in [19]
(assuming, of course, bidirectional communication between
nodes in the flow network that share an edge), we arrive at
the solution: f21 = 5, f32 = 1, f42 = 4, f13 = 1, f14 = 4.
However, when we use the variation of the algorithm that
relies on a communication network topology that is identical
to the flow topology (i.e., Gc = (V, Ep )), this variation of
the algorithm fails to reach a solution. In fact, when the
communication network topology is a directed ring (i.e.,
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+
(vlj ,vjj )∈ES
e

which implies that in digraph Gp we have
X
X
(p)
(p)
fji −
flj = 0 .
(vj ,vi )∈Ep

16

4
3
2

Node Weight Balances

−
(vji ,vii )∈ES
e

18

Absolute Imbalance

| (vj1 ,j2 , vi1 ,i2 ) ∈ Ee } that satisfies the interval
constraints and balance constraints on Ge . Then, the set of
(p)
(p)
(e)
flows {fji | (vj , vi ) ∈ Ep } where fji = fji,ii (or
(p)
(p)
(e)
{flj | (vl , vj ) ∈ Ep } where flj = flj,jj ) satisfies the
interval constraints and balance constraints on Gp . [The fact
that the interval constraints are satisfied is obvious; to see that
(j)
the balance constraints are satisfied, take as Se = Ve and
−
+
consider the set of edges ESe and ESe as defined in (2)–(3).
From Proposition 1, these edges satisfy
X
X
(e)
(e)
fji,ii −
flj,jj = 0 ,
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Fig. 3. Execution of the proposed algorithm on the flow network (digraph)
in Fig. 1 under the communication digraph Gc = (V, Ec ) with Ec =
{(v2 , v1 ), (v3 , v2 ), (v4 , v3 ), (v1 , v4 )} (i.e., execution of Algorithm 1 on the
extended graph in Fig. 2): performance is shown in terms of total (absolute)
imbalance (plot at the top) and the balances of the nodes of the extended
graph (plot at the bottom) as a function of the number of iterations.

Gc = (V, Ec ) with Ec = {(v2 , v1 ), (v3 , v2 ), (v4 , v3 ), (v1 , v4 )}),
it is not even clear how this variation of the algorithm can be
implemented in a distributed manner.
Fig. 3 plots the absolute imbalance at each iteration during
the execution of the proposed algorithm on the extended
digraph Ge of Fig. 2. Note that the plot includes the balances
of all sixteen nodes in the extended digraph for this case. As
we can see, the proposed algorithm is able to overcome the
limitations imposed by the directed nature of the communication topology and reaches a set of flows in the extended graph
that corresponds to a set of flows in the flow network that
satisfies the interval constraints and the balance constraints.
This set of flows is given by f21 = 5, f32 = 1, f42 = 4,
f13 = 1, f14 = 4 (in this case, they match exactly the
flows obtained by the algorithm in [19] under a bidirectional
communication topology though that may not necessarily be
the case). Note that it takes significantly longer (in terms of
number of iterations) to converge to this set of flows as the
solution.

Note that in the extended digraph in Fig. 2, node vj is
actually emulating the functionality of nodes vj,1 , vj,2 , vj,3 ,
and vj,4 . To do so, each node needs to maintain additional
variables and perform additional computation (each node
needs to maintain roughly four times the original variables and
perform roughly four times the original amount of computation
at each iteration — in the general case, the number of variables

11

20
18

v1,1

v2,1

v3,1

v4,1

v2,2

v3,2

v4,2

[5, 10]

v1,2

[1, 5]

v1,3

v2,3

[1, 1]

v3,3

[2, 6]

v1,4

v2,4

v4,3

[1, ∞]

v3,4

v4,4

Fig. 4. Extended digraph that corresponds to the flow network (digraph) in
Fig. 1 under a communication digraph that is identical to the flow digraph.

Example 2: Let us revisit the digraph Gp = (V, Ep ) shown
in Fig. 1. When the communication digraph Gc = Gp , we
have the extended digraph Ge of Fig. 4. Fig. 5 plots the
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and amount of computation get multiplied by a factor of n).
Consider, for example, node v2 which is emulating nodes v2,1 ,
v2,2 , v2,3 , and v2,4 . Node v2 determines the flows on edges
(v3 , v2 ) and (v4 , v2 ) (which correspond to edges (v2,3 , v2,2 )
and (v2,4 , v2,2 ) in the extended digraph), but to do so it uses
the flows on virtual edges in the extended graph that do not
necessarily match the flows of the edges that are incoming
to node v2 in the flow digraph. More specifically, node v2
uses the incoming flows on the edges (v2,2 , v1,2 ), (v2,3 , v1,3 ),
(v2,4 , v1,4 ), and the outgoing flows on the edges (v3,2 , v2,2 ),
(v3,3 , v2,3 ), (v3,4 , v2,4 ); node v2 also passes the flows on
(v2,1 , v1,1 ) and (v3,1 , v2,1 ). In other words, node v2 is in
charge of maintaining six variables for outgoing flows in the
extended digraph; in order to properly update them, it receives
four values of incoming flows (determined by other nodes).
These numbers should be contrasted with the original graph
in Fig. 1, in which node v2 has two variables for outgoing
flows and one variable for an incoming flow.
An interesting special case is the case when the communication digraph Gc matches the flow digraph Gp . Assuming strong connectivity, the extended digraph Ge will
be strongly connected, and the execution of the distributed
algorithm in the extended graph (so that each node vj ∈ V
is in charge of performing the updates associated with nodes
{vj,1 , vj,2 , ..., vj,n } in the extended graph), conforms to the
constraints of the previous section (Assumptions A1–A3). The
following example discusses this case.

1
0
-1
-2
-3
-4
-5

0

200

400

600

800

1000

Iterations

Fig. 5. Execution of the proposed algorithm on the flow network (digraph) in
Fig. 1 under a communication digraph that is identical to the flow digraph (i.e.,
execution of Algorithm 1 on the extended graph in Fig. 4): performance is
shown in terms of total (absolute) imbalance (plot at the top) and the balances
of the nodes of the extended graph (plot at the bottom) as a function of the
number of iterations.

absolute imbalance at each iteration during the execution of
the proposed algorithm on the extended digraph. Again, the
plot includes the balances of all sixteen nodes in the extended
digraph for this case. As we can see, the proposed algorithm
is able to overcome the limitations imposed by the directed
nature of the communication topology and reaches a set of
flows in the extended graph that corresponds to a set of flows
in the flow network that satisfies the interval constraints and
the balance constraints. This set of flows is given by f21 = 5,
f32 = 1, f42 = 4, f13 = 1, f14 = 4 (again, they match
exactly the flows obtained by the algorithm in [19] under
a bidirectional communication topology though that may not
necessarily be the case).

Remark 1: Note that the execution of the proposed algorithm is governed by Theorem 2, where the parameters n and
Dmax should be replaced by the corresponding parameters ne
(e)
and Dmax of the extended digraph. Given a flow digraph with
n nodes and m edges, the extended digraph has ne = n2 nodes
and me = nm + m edges. We can also obtain a bound on
(e)
the maximum degree Dmax (which appears in Theorem 2 and
influences the bound on the rate of convergence): specifically,
(e)
Dmax ≤ 2Dmax ≤ 4(n − 1). The increased value of the
maximum degree (and size of the graph) helps explain the
reduction in speed of the proposed algorithm compared to the
algorithm in [19]; this can be seen as the cost of not having
bidirectional communication capability.

It is worth pointing out that the algorithm using as a communication digraph the ring digraph (Example 1) appears to
converge faster than when using a communication digraph that
matches the flow digraph (Example 2). This is in agreement
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Fig. 6. Execution of the proposed algorithm on the flow network (digraph) in Fig. 1 under the communication digraph Gc0 = (V, Ec0 ) with
Ec0 = {(v2 , v4 ), (v4 , v1 ), (v2 , v1 ), (v3 , v2 ), (v4 , v3 ), (v1 , v4 )}: performance is shown in terms of total (absolute) imbalance (plot at the top) and
the balances of the nodes of the extended graph (plot at the bottom) as a
function of the number of iterations.

with the bounds described in Theorem 2 and the above remark.
In particular, the parameter Dmax = 4 for the extended
graph in Example 1, which is smaller than the parameter
Dmax = 5 for the extended digraph in Example 2. In fact,
a communication graph that includes the ring digraph of this
example as a subgraph, but also other edges, leads to slower
convergence. For instance, Fig. 6 plots the absolute imbalance
and node balances at each iteration during the execution of
the proposed algorithm for the case when the communication network topology is described by Gc0 = (V, Ec0 ) where
Ec0 = {(v2 , v4 ), (v4 , v1 ), (v2 , v1 ), (v3 , v2 ), (v4 , v3 ), (v1 , v4 )}.
Convergence is slower than in Fig. 3 (the solution reached
is the same, but this does not have to be the case in general).
VI. R EDUCING THE C OMPLEXITY OF THE
E XTENDED D IGRAPH
In this section we consider a setting where the nodes can
use global knowledge that they may have about the flow
digraph Gp and the communication digraph Gc to simplify the
execution of Algorithm 1 on an extended graph of reduced
complexity. We illustrate the main idea via an example.
Example 3: Let us revisit the digraph Gp = (V, Ep ) shown
in Fig. 1 for the case when the communication topology

v2,4

v4,3

v3,4

v4,4

Fig. 7. Reduced extended digraph that corresponds to the flow network
(digraph) in Fig. 1 under a communication digraph that is identical to the flow
digraph; nodes use global knowledge to eliminate some of the communication
edges that appear in the extended digraph in Fig. 4.

matches the flow network topology (i.e., Gc = Gp ). Suppose that we use global knowlege to guide the nodes into
executing a distributed algorithm on the extended digraph
shown in Fig. 7. This extended digraph is a simplified version
of the extended digraph in Fig. 4, in which certain edges
with unrestricted flow (horizontal edges) have been removed.
In particular, no edges have been removed from the top
row; however, edges (v3,2 , v2,2 ) and (v1,2 , v3,2 ) have been
removed from the second row, isolating node v3,2 ; similarly,
edges (v4,3 , v2,3 ) and (v1,3 , v4,3 ) have been removed from the
third row, isolating node v4,3 ; finally, edges (v3,4 , v2,4 ) and
(v1,4 , v3,4 ) have been removed from the fourth row, isolating
node v3,4 .
Note that, if we ignore the isolated nodes, the above changes
result in a reduced extended graph that is strongly connected
and satisfies the requirement of Theorem 2 that unrestricted
(horizontal) edges form a graph that is strongly connected
or is a pure collection of strongly connected components.
Fig. 8 plots the absolute imbalance and node balances at each
iteration during the execution of the proposed algorithm using
this reduced extended digraph. The plot includes the balances
of all sixteen nodes in the reduced extended digraph for this
case (including the isolated nodes, which have zero balance
throughout the execution of the algorithm). As we can see,
the proposed algorithm is able to overcome the limitations
imposed by the communication topology, and reaches a set of
flows in the extended graph that corresponds to a set of flows
in the flow digraph that satisfy the interval constraints and the
balance constraints. This set of flows is given by f21 = 5,
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nodes in Ve , j = 1, 2, ..., n, has a strongly connected
component that involves all nodes that are associated with
vertical (restricted) edges incoming to or outgoing from nodes
(j)
in Ve .
Remark 3: It is interesting to observe that after reducing
the extended digraph, certain communication aspects of the
algorithm might become more complicated. Consider, for
example, node v2 in Fig. 7, which is emulating nodes v2,1 ,
v2,2 , v2,3 , and v2,4 . Node v2 needs to send information to
nodes v3 and v4 , but it needs to remember which variables to
send to which node: the value b2,1 /D2,1 of node v2,1 is needed
by both v3 and v4 (by nodes v3,1 and v4,1 , respectively); the
value b2,2 /D2,2 of node v2,2 is only needed by v4 (by node
v4,2 ); the value b2,3 /D2,3 of node v2,3 is only needed by v3
(by node v3,3 ); finally, the value b2,4 /D2,4 of node v2,4 is
only needed by v4 (by node v4,4 ). Of course, node v2 may
decide to transmit all balances to all of its out-neighbors in
the communication topology, but, in such case, nodes need to
be in position to decide which information to use and which
information not to use.
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Fig. 8. Execution of the proposed algorithm on the reduced extended diagraph
in Fig. 7: performance is shown in terms of total (absolute) imbalance (plot
at the top) and the balances of the nodes of the extended graph (plot at the
bottom) as a function of the number of iterations.

f32 = 1, f42 = 4, f13 = 1, f14 = 4 (again, the resulting
flows match exactly the flows obtained by the algorithm in
[19] under a bidirectional communication topology though that
will not necessarily be the case in general).

Remark 2: It is worth pointing out that the algorithm using
this reduced extended graph appears to converge faster than
when using the extended digraph in Fig. 2 that was studied in
Example 1. This is in agreement with the bounds described in
Theorem 2 (since the parameters Dj for the reduced extended
graph are at least as small as the corresponding parameters in
the original extended graph).

Note that the removal of horizontal edges in the extended
flow digraph Ge = (Ve , Ee ), in order to obtain the reduced
extended digraph Gr = (Ve , Er ), needs to follow certain
guidelines. In particular, the removal of any edges should be
such that (i) the reduced extended flow digraph Gr is strongly
connected, and (ii) each subgraph of Gr that is induced by the
nodes on the jth horizontal line, defined earlier as the subgraph
(j)
induced by nodes in Ve
= {v1,j , v2,j , ..., vn,j } ⊂ Ve ,
needs to be strongly connected or be a collection of strongly
connected components. If these conditions are satisfied, then
the execution of Algorithm 1 on the reduced extended digraph
Gr is guaranteed to converge. One sufficient way to guarantee
these two conditions hold is to ensure that, after the removal
of horizontal (unrestricted) edges, each subgraph induced by

In this paper, we introduced and analyzed a distributed
algorithm for solving the feasible circulation problem (i.e.,
finding, in a given flow network, balanced flows that are within
specified intervals). The key feature of the proposed distributed
algorithm is that it can operate under an arbitrary (possibly
directed) communication topology. We have shown that as
long as the communication topology is strongly connected and
the necessary and sufficient circulation conditions are satisfied
in the given flow network, the proposed distributed algorithm
asymptotically leads (with geometric rate) to feasible and
balanced flow assignments.
In the future, we plan to explore methodologies for allowing
the nodes to distributively identify when such flow assignment
is not feasible and to distributively determine when to stop
trying to find a balanced solution. We are also interested in
reducing the time/space complexity of the proposed algorithm
(e.g., by employing other types of extended digraphs or
by developing distributed ways of simplifying/reducing the
extended digraph). Other interesting future directions include
the investigation of feasible and balanced flow values that are
optimal under some criteria (e.g., costs on flow values) and
the development of flow balancing algorithms that are capable
of operating in the presence of a time-varying communication
topology.
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